1

Faculty of Electrical Engineering,
Mathematics & Computer Science

Design of an Online, Real-Time
Animal Activity Recognition System

Helena Charlotte Bisby
M.Sc. Thesis Embedded Systems
April 2017

Supervisors:
dr. ir. N. Meratnia
ir. E. Molenkamp
dr. V. D. Le
ir. J. Kamminga
Pervasive Systems Group
Faculty of Electrical Engineering,
Mathematics and Computer Science
University of Twente
P.O. Box 217
7500 AE Enschede
The Netherlands

Abstract
This work is concerned with minimising computational expense within the classification of Inertial Monitoring Unit data using machine learning whilst simultaneously ensuring a high level of accuracy for the prediction of sheep and goat
activity. This involves the discovery of optimal parameters within sensor usage,
window segmentation, sampling frequency, feature reduction, and algorithm parameters. In order to reduce the amount of inputs to a machine learning algorithm, four different dimensionality reduction techniques were applied; Principal
Component Analysis, Forward Selection, Genetic Algorithm, and Relief, which
reduced the number of features from over 300 to 10 or less. The resulting feature sets were then applied to six learning algorithms; k-Nearest Neighbours,
Naive Bayes, Neural Network, Linear Discriminant Analysis, Decision Tree, and
Support Vector Machine. In order to evaluate robustness against heterogeneity within a subfamily of species, data from five sheep and goats was combined
for training and testing using a 60% to 40% ratio, creating a generic classifier
which could accurately recognise the activity of any animal within the subfamily. Each algorithm’s parameters were fine-tuned, and the optimised models were
evaluated and compared according to three main metrics, namely performance,
computation time, and memory usage, as well as other metrics such as variance in
performance, usability, training effort, and potential for extension to incremental
learning.
It was found that the combination of the decision tree classifier with five timedomain features from the accelerometer’s 3D vector magnitude comprised the
best compromise between the evaluated metrics. The decision tree was tuned in
terms of depth, splitting criterion, and pruning such that its performance could
be maintained with a decrease in sampling rate down to 30Hz. A window size of
two seconds and a 50% window overlap was found to yield the most preferable
compromise between computation and performance. The generic classifier was
applied to each individual goat and sheep, as well as as one goat whose data was
previously unseen. The accuracy of classification varied between 94 and 98% for
all animals, and an accuracy of 96% for unseen goat data.
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Chapter 1

Introduction
Animal behaviour is a commonly used and sensitive indicator of animal welfare
and can provide rich information about their environment [2–4]. Previous research has shown that physical behavior of animals can be an early indicator
of diseases, pain and heat-stress, and provides information about social interaction within a herd [5], as well as the effects of factors such as environment,
gender, and season on a particular species [6–8]. Moreover, activity recognition
has been implemented to aid the conservation and protection of animals such as
rhinoceroses, aiming to detect and prevent poaching [9, 10].
For many years, collaring technology has been used to study animal behaviour
by use of Inertial Monitoring Unit (IMU) and Global Positioning System (GPS)
data. Machine learning has been utilised widely in order to discover patterns in
IMU data, enabling the prediction of behaviours such as walking, lying down, or
grazing. This classification of behaviour is often performed offline, subsequent to
the retrieval and storage of sensor data, or remotely with an embedded device
transmitting raw data wirelessly for offline analysis [11–13]. Transmitting data
over a Wireless Sensor Network (WSN) is costly in terms of energy. Therefore,
processing sensor data on an embedded system can be cheaper in terms of energy demand than utilising a radio to offload raw data, perform processing on a
server, and receiving the result. Thus, to ensure maximum lifetime of a WSN,
communication between nodes should be minimised by processing data on the
collar itself. Moreover, many applications, such as the detection of a poacher,
would benefit from live updates regarding an animal’s activity. Real-time monitoring of an animal can be achieved by processing sensor data on-board a device
affixed to a collar, and periodically transmitting an animal’s current behaviour.
This method demands continuous computation and classification from a small,
1
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Figure 1.1: An overview of the three main components and subcomponents
of an animal activity recognition system.

lightweight embedded device. Such devices are typically limited in terms of computational resources, storage, and power capabilities, therefore the execution of
a complex learning algorithm on a non-intrusive and low-energy system poses a
challenge.

1.1

Activity Recognition using IMU Data

Activity recognition can be performed by training machine learning algorithms
in order to autonomously classify sensor data as belonging to a state of activity. IMU data can be utilised in cooperation with machine learning in order to
classify animals’ activities. An IMU contains an accelerometer, gyroscope, and
a compass, the union of which can be utilised to precisely monitor the orientation of the device, and its acceleration. This data can be used as the input to a
machine learning algorithm, which can then predict a target’s class or value. Activity classification systems which combine machine learning methods and IMU
data are well-researched and have been implemented widely for both humans
and animals [14–16]. Such an activity recognition system is comprised of three
main subsystems, namely data acquisition, feature extraction, and classification,
as seen in Figure 1.1.
Inside the data acquisition block there are two sub-tasks; firstly, raw data is
sampled from all three axes of each IMU sensor; the accelerometer, gyroscope,
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and compass. In order to capture a time frame of activity to analyse, windows
of data are segmented for further processing. Synchronised windows of the same
length for all of the sensors’ axes are outputted.
Subsequently, this segmented data is passed to the feature extraction block. Features, which are summary statistics, are extracted from the previously segmented
windows. The features are calculated using all the raw data in each window and
can be time-domain, or frequency-domain. For example, the feature median can
be calculated from a window of the accelerometer’s x -axis, or the spectral energy
from the window of the compass’ z -axis. An array containing singular features
extracted from the window is fed to the learning algorithm. This array of features
is referred to from here on as a data point.
Finally, the extracted features are fed to a supervised machine learning algorithm, which has previously been trained with similar data. This algorithm then
predicts the class to which this data point belongs, such as running, standing, or
walking. This activity state can then be stored or transmitted over a WSN.
The main body of this thesis deals with optimising the processes involved in
the three system blocks as seen in Figure 1.1. Firstly, sensor sampling and segmentation, then we select feature subsets, before using these subsets to evaluate
the performance of six different machine learning algorithms, namely k-Nearest
Neighbours (k-NN), Support Vector Machine (SVM), Naive Bayes (NB), Linear
Discriminant Analysis (LDA), Decision Tree (DT) and Neural Network (NN).
Finally, a prototype of the system is implemented and evaluated.

1.2

Problem Statement

Running an animal activity recognition system on a small mobile device poses
challenges with regards to computational resources and battery life. The primary
goal of online activity recognition is to accurately classify activity in real-time in
an energy efficient manner, such that the embedded device can be powered by a
small power source.
Careful selection of the calculated features, and parameter-tuning are vital for
the performance of an algorithm. The performance, computational expense,
memory usage, and storage expenditure of the system vary according several
variables. The focus of this work is on adjusting these variables throughout the
system in order to achieve a good level of accuracy for all animals with a single
model, while keeping computation costs as low as possible.
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The aforementioned areas of the system which contribute towards performance
and resource usage, and must be optimised accordingly, are as follows:
1. Number of sensors from which data is sampled
An IMU typically contains an accelerometer, gyroscope, and a compass.
The combination of these three sensors are useful in the classification of
activity according to their values, however sampling data from three sensors simultaneously is computationally expensive. Reducing the amount of
sensors or using only one of the IMU’s components would reduce sampling
efforts by a factor of two or three.
2. Sampling frequency
The sampling frequency determines how often data must be read from
sensors, as well as the amount of data contained within a given window. A
higher sampling frequency increases the efforts in both of these areas, hence
the effects of down-sampling must be considered. Ideally the sampling
frequency should be kept as low as possible whilst retaining a good level
of performance.
3. Window size
Window size refers to the length of segmented sensor data from which features are extracted. Since the activity of an animal can change within seconds, this window should be of relatively short length. Windows should be
long enough that they capture sufficient data to analyse, yet short enough
that activities can be captured precisely. A smaller window size means
that features must be calculated more often according to the time value of
the window, which further increases computational expense.
4. The quality and amount of features fed to the algorithm
Features, which are statistics of the data, are derived for each window from
the time-domain, such as mean, standard deviation, skewness, pairwise correlation, as well as the frequency domain, such as magnitudes, and spectral
energy. A random reduction in the amount of features will often deteriorate
the performance of the algorithm, however there are a number of selection
methods available which can identify the features which contribute most
highly to classification, allowing for the elimination of features which are
redundant or not highly useful. By using a set of features which both
maintains a high level of classification accuracy as well as vastly reducing the dimensionality of the feature set, the expenditure spent on feature
calculation can be vastly reduced.
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5. Machine learning algorithm
Machine learning methods are often very complex, incurring significant
computational time and memory costs. Hence, an analysis of each algorithm and their expenses must be derived in order to evaluate the suitability
of each method for the execution on a small and light embedded device.
It is important to maintain a high level classification accuracy for the activity recognition system to be useful. Therefore, a trade-off between the
performance of the algorithm and resources must be sought.
6. Algorithm parameters
Specific to each algorithm, parameters can be fine-tuned and adjusted to
optimise the accuracy of the algorithm, however a change in these parameters can sometimes drastically increase the computation necessary for the
classification output. For example, the kernel type of an SVM, the depth
of a decision tree, or the number of neighbours in the k-Nearest Neighbour
algorithm can alter the CPU and memory expenditure significantly.
Therefore, all six factors must be carefully considered to ensure that resource
usage is kept to a minimum whilst classification performance is not significantly
compromised.

1.3

Research Questions

The main research questions of this thesis are:

1. How can the dimensionality of the data set be reduced to minimise the
computational expense of feature extraction, and calculation whilst maintaining a high degree of performance across a range of animals?
2. Which learning algorithm provides the best trade-off between performance
and resource expenditure?
3. How can data parameters, such as window length and sampling frequency
be chosen?
4. What are the requirements and limitations of a single model that is robust
against heterogeneity within a subfamily of animals?
5. How can an animal activity recognition system be implemented on a small,
light-weight and low-power embedded device?
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Contributions

The main contributions of this thesis are:
• The evaluation of different feature selection algorithms which discover features which contribute to a high classification accuracy, a low calculation
time, and are robust against sensor orientation.
• An empirical comparison of six machine learning algorithms, detailing the
effects that their parameters have on performance and CPU execution time.
• An exploration of how window size and sampling frequency can be chosen
in order to capture an appropriate length of activity, as well as to limit
sensor usage as much as possible.
• The discovery of the effects of training an algorithm on an amalgamation
of different animals in order to classify activity of any animal of the same
subfamily.
• Implementation of an online activity recognition system for goats and
sheep.

1.5

Document Structure

Chapter 2 gives an overview of previous works and methods which have been
developed for the classification of activities by use of machine learning. Chapter
3 describes the methods used to acquire animal activity data, and information
about the data set, and how it is pre-processed. Chapter 4 presents the methods
and algorithms used in order to reduce the dimensionality for the feature space
in preparation for input to machine learning algorithms. Chapter 5 describes
the machine learning methods used in this thesis, how they are fine-tuned to
optimise performance, as well as their resource usage and suitability. Chapter
6 describes the implementation of the on-board activity recognition system, its
results and outcome in terms of performance and resource usage. Finally, Chapter 7 describes the conclusions drawn from the design and implementation of the
activity recognition system, as well as recommendations for further development
and research.

Chapter 2

State of the Art
A number of machine learning algorithms exist for classification, each varying in
their effectiveness, complexity, and computational expense. This section presents
an overview of the current most commonly-used machine learning algorithms in
activity recognition and how they are applied. In previous works, classification
of activity has been conducted both online and offline. In online systems the
classification is performed directly on-board the device affixed to the animal or
human. Adversely, offline classification systems either transmit data wirelessly
to a remote server for analysis, or store data to the on-board memory for later
retrieval and analysis. Whilst a server boasts superior processing and storage
capabilities, more energy is needed to wirelessly transmit continuous streams of
data from the device.
Commonly used algorithms for activity recognition in literature are decision
trees, k-Nearest Neighbour, Bayesian classifiers, support vector machines, neural
networks, linear, and quadratic discriminant analysis [9, 12, 17–22]. Hence, this
section details works which have successfully implemented these algorithms for
activity recognition. Throughout the section, particular attention is paid to the
methods used for data collection, feature selection, and classification.
The most commonly used performance metric for evaluating the learning algorithms is accuracy, which is a measure of all correctly classified data points. The
metrics precision and recall are also used to evaluate performance in a number of
studies. Precision is defined as the proportion of positively classified data points
which were correct, whereas recall is defined as the proportion of actually positive data points which were correctly classified. These metrics take into account
the four possible outcomes of a prediction, which are as follows:
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• True Positive: Data point belonging to class X that was predicted as
belonging to class X
• True Negative: Data point belonging to class other than class X that was
not predicted as belonging to class X
• False Positive: Data point belonging to class other than class X which was
predicted as belonging to class X
• False Negative: Data point belonging to class X that predicted as belonging
to a class other than classX

In terms of the four outcomes of classification, the three main metrics for performance evaluation are defined as seen in Equations (2.1), (2.2), and (2.3).

accuracy =

TN + TP
TN + TP + FN + FP

(2.1)

TP
TN + TP

(2.2)

precision =
recall =

2.1

TP
TP + FN

(2.3)

Machine Learning for Activity Recognition

Since literature on online animal activity classification is scarce, a review of methods for both human and animal online activity is conducted to evaluate practices
used in online machine learning for activity recognition. A study of offline animal behaviour is also conducted in order to gain understanding of the methods
used for animal activity data retrieval and classification. When comparing performances of algorithms, it is important to consider both the resources necessary,
such as sensors and subjects, as well as the usefulness of the algorithm, in terms
of the amount of activities it can classify and its level of specificity to certain
subjects. The main focuses relate to the main blocks of the system as depicted
previously in Figure 1.1; how data is sampled and segmented into windows; how
many and which features are calculated from the windows; and how data points
are classified and, if applicable, transmitted over a WSN. A brief summary of the
algorithms discussed in this section can be seen in Table 2.1. These algorithms
are discussed in more detail in Chapter 5.
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Learning Algorithm
k-Nearest Neighbours

Naive Bayes

Decision Tree

Neural Network

Support Vector Machine

Linear/Quadratic
Discriminant Analysis

Overview
k-NN searches the training data points to find k data points that are
closest to an incoming data point in order to predict it. These k
training examples called are the k ”nearest neighbours” of the
incoming data point.
Builds a simplistic probabilistic model which ’navely’ assumes
that features are independent and class decisions can be found by
evaluating features independently.
Builds a tree structure with ’nodes’, at which the values of features
are used in order to choose which ’branch’ is taken. At the end of
the branches, a decision upon the class is reached.
Replicates a network containing multiple layers, in which a number
of ’neurons’ are connected with each neuron on the preceding and
following layers. These connections are navigated through depending
on a model of features, which leads to a final classification result.
Aims to maximise the margin between the training patterns and the
decision boundary and drawing hyperplanes between classes. SVM
focusses on data points which are from different classes but are close
together, whilst most other algorithms focus on all data points.
These algorithms express one dependent feature as a linear/quadratic
combination of other independent features, forming a set of
continuous independent features which define class labels, aiming
to distinguish between independent and dependent features.

Table 2.1: A brief description of the machine learning algorithms discussed
in Section 2.1.

2.1.1

Online Activity Recognition

The only online classifier for animals, to the author’s knowledge, was implemented by Petrus in 2016 [9], who therein states that ’the live transmission of
on-animal classified behaviour has not been done before’. The work details the
development of an on-animal behaviour classification system for sheep, which
consists of an ultra low-power microcontroller, a GPS, an RF communication
module, and an accelerometer. The system feeds four features- mean, maximum, minimum, and variance which are derived from 5.12 second segments of
accelerometer data into an LDA classifier. Activities running, walking, and passive behaviour were then deduced with an overall accuracy of 82.37%. The paper
reports that the classifier took 5120 ms to sample data, 150 ms to classify behaviour, and 30ms to transmit 5 bytes (1 byte for behaviour and four bytes for
time stamp) over RF to the base station. Consuming an average of 3.17mA with
a battery capacity of 3600 mAh, Petrus calculates that the system can sustain
47 days worth of online activity recognition.
The following works in this section detail human activity recognition systems.
Maurer et al. [17] developed an ’eWatch’ consisting of one dual-axis accelerometer, a temperature sensor, light sensor, microphone, as well as a 32-bit microprocessor. A comparison was conducted between k-NN, decision tree, Bayesian
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(naive Bayes and Bayes network) and it was found that the decision tree and
naive Bayes methods yielded the highest classification accuracy whilst maintaining an acceptably low computational complexity. Features 97th percentile of
y-axis, 3th percentile y-axis, Root Means Square (RMS) of x and y axes, 20th percentile of y-axis, RMS of light sensor, mean absolute deviation of x-axis, mean of
y-axis, and 10th percentile of y-axis were used for classifying activities. Furthermore, the authors found that performance metrics using sampling rates below
15 Hz were poor. However, the performance stabilised between a frequency of
15 and 20 Hz, and showed no significant improvement with further augmentation. Using a decision tree classifier, activities walking, standing, ascending, sitting, descending, and running were predicted with an overall accuracy of 92.8%.
The system aims to combat heavy power consumption by using interrupt-based
sensor-sampling which allows the sensors to remain idle between interrupts.
Another study aims to avoid the problem of power-consumption with its energy
efficient classification system running on smartphones [22]. This system uses a
smartphones’ low-resolution on-board triaxial accelerometers in order to classify
lying, standing, sitting, walking, jumping, running, ascending, descending, cycling, and driving using a decision tree classifier. Features such as mean and
deviation of each axis and of the 3D vector magnitude, and tilt are used offline
in order to create ’templates’ for each activity. For online recognition, activities
are then classified by choosing the template most similar to the activity being
performed based on time-domain features. If the activity is indistinguishable
using only time-domain features, the window is divided into sub-segments from
which the low-frequency wavelet coefficients are extracted, before feeding both
the frequency and time-domain features to a decision tree classifier. This twostep feature extraction provides an opportunity for less computational expense
in some cases, since it is possible to determine an activity without the more
complex extraction of frequency-domain features. It was found that this method
could identify the activity with an accuracy of 89%, wherein 54% of activities
were recognised by time-domain features alone, and the remaining by frequency
and time-domain features.
Various comparisons have shown k-NN as having superior accuracy to decision
tree, NB, logistic, and meta-algorithms [19] whilst others found its results to be
the lowest in comparison [18]. A study conducted by Das et al. [20] implements
an online activity monitor using a mobile phone’s on-board accelerometer, and a
custom Android application designed to identify activities idle, walking, running,
jumping, descending, and ascending stairs. Features fundamental frequencies,
average acceleration, maximum amplitude, and minimum amplitude were fed to
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a k-NN classifier, which predicted the activities with 93% overall accuracy after
having been calibrated for a specific user. This is a good result for the simplest
of k-NN algorithms, however the algorithm was trained and tested with one user,
and its specificity towards one user means that it would presumably not perform
as effectively with other subjects.
Expanding on the problem of training data for individuals, Siirtola et al. [23] implemented a real-time activity classifier in 2012 using k-NN and a mobile phone.
Their aim was to create a user-independent, generic algorithm which could predict activities of a non-specific human. The classifier was trained with eight
subjects using leave-one-out cross-validation; in turn, each subject’s data were
used for testing whilst the other seven subjects’ data were used for training. The
k-NN algorithm used 42 features; standard deviation, mean, minimum, maximum, 10th, 20th, 25th, 50th, 75th, and 95th percentiles, and the sum and square
sum of observations above/below 5th, 10th, 25th, 75th, 90th, and 90th percentiles
from the accelerometer’s 3D vector magnitude and from the square-sum signal
of the x and y axes. Activities idle, running, walking, cycling, and driving were
classified using windows of 7.5 seconds at a sampling frequency of 40 Hz. This
yielded an average accuracy of 93.9% across seven online users.
Yang et al. claim that the NB classifier outperforms other algorithms both
in accuracy performance and computational time, after a comparison between
NN, decision tree, SVM, and NB classifiers [13]. In their implementation of a
real-time system for human activity recognition, the activities sitting, standing,
lying, walking and walking up are classified with an accuracy of 87.55% at a 20
Hz sampling rate when the NB algorithm is trained and tested with one subject. A device containing an accelerometer and a processor is attached to the
user’s thigh and, for each 0.2 second window, calculates three features; the mean
values of each accelerometer axis. The micro-controller then performs the classification and sends the results wirelessly to a computer, on which activity can
be monitored in real-time on a custom user interface. This setup is repeated for
sampling rates of 5, 10, 20, 30, and 40 Hz, and no significant increase in accuracy
is seen upwards of 20 Hz. The Bayesian classifier have been compared with other
algorithms in animal activity recognition literature [17, 19], however it has not
been found to give the best results in any of these comparisons.

In order to monitor patients after surgery, Lo et al. [24] also use a Bayesian
classifier to classify activities reading, walking, walking slowly, lying down, and
running for eight subjects. The values of variance across each of the three
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accelerometer axes are extracted in order to classify activities, using a 4 second
window. In order to save energy and perform fewer computations, static activity
such as lying down is detected simply by measurement of the signal amplitude.
Other activities are classified by feeding features signal energy, signal RMS,
average distance between consecutive peaks, troughs, zero-crossing, number of
zero-crossing, and variance across the 3 axes. An overall recognition accuracy of
87% is achieved across all patients and activities.
Although neural networks have not been used for online activity recognition,
they are mentioned due to their high performance in offline activity recognition
systems showing promise for further development to online systems. Khan et
al. [21] train an NN with accelerometer data individually on six individuals to
recognise a total of fifteen different activities, including running, walking, sitting,
standing, walking upstairs, downstairs, and lying. A window size of 3.2 seconds
with 20 samples/second was used to extract features autoregressive coefficients,
signal-magnitude area, and tilt angle, yielding a very high accuracy of 97.65%.
Similarly, Yang et al. [25] use an NN to classify eight behaviours; working at PC,
brushing teeth, walking, running, scrubbing, standing, vacuuming, and sitting.
Training data was collected by recording each of the seven subjects performing
each of the activities for two minutes. The NN was then trained using a leaveone-subject-out technique in order to train the classifier using a 5.12 second
window size, a sampling rate of 100 Hz. Features extracted from the windows
were FFT, signal-magnitude area, and average energy, deriving a high overall
accuracy of 95% was achieved.

2.1.2

Animal Classification Techniques

In this section, an overview of popular methods for animal activity classification
of activity recognition is conducted. The only online animal activity recognition,
to the author’s knowledge, was conducted by Petrus [9] and was discussed in the
previous section. Therefore, this section details offline animal activity recognition
systems.
The decision tree classifier has been implemented in many offline systems for
animal activity recognition. In 2015, Diosdado et al. [12] implemented an activity monitoring system for dairy cows. Collars with fixed orientation to the
cows’ necks were used to record accelerometer data continuously at 50 Hz. The
decision tree was two levels deep, using the feature dynamic body acceleration
to distinguish between high and low activities, where feeding was the only high
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activity and standing and lying were low activities. The static component of
y-axis was then extracted to distinguish between standing and lying. Using a
10-minute window size, behaviours lying, standing and feeding were classified
with 77.42%, 88.00%, and 98.78% recall respectively, and 98.63%, 55.00%, and
93.10% precision, respectively. The classification was performed both on the entire data set obtained from all 11 cows, as well as on each individual cow. On the
individual level, the window size was reduced to one minute to obtain more data
points. Results showed that recall and precision values were higher overall for
individual classification, but varied greatly from individual to individual. In the
same work, Diasdados et al. also conduct a comparison between decision tree,
k-Means, Hidden Markov Model, and SVM algorithms for the same data. The
decision tree was found to perform at least as well overall as the more complex
algorithms, whilst requiring the least computation. The authors find the decision tree to be the appropriate algorithm of the four for direct online activity
recognition.
Hurley et al. also compare three methods of classification - decision tree, LDA,
and k-NN - in order to investigate feeding behaviour amongst cows [5]. Collars
containing a tri-axial accelerometer and a magnetometer are used in order to
detect 6 behaviours; grazing, searching, walking, ruminating, resting and head
down using data from 24 cows. The sensors collect data at a frequency of 10 Hz
and are attached to cows with a fixed orientation with respect to their bodies.
The study compares the performance of both time-domain and frequency-domain
features in order to distinguish between classes, using PCA and cluster visualisation. It is found that features mean, standard deviation, skew, kurtosis, and
energy provide a feature space with more discrimination between classes than
frequency-based features, achieved by applying a Short Time Fourier Transform.
This result provides both higher performance and lower computational cost. The
time-domain features are then used to classify behaviours using LDA, decision
tree and k-NN algorithms, evaluating the precision, recall, and F-score, which is
the harmonic mean of the former two measures, defined by:
F − Score =

2 ∗ P recision ∗ Recall
P recision + Recall

(2.4)

It is ultimately found that the F-scores for decision tree, LDA, and k-NN are
0.655, 0.653, and 0.610 respectively, with searching and head down obtaining the
lowest misclassification rates. Decision tree yields the highest F-score and the
lowest computational demand in this study.

State of the Art

14

Marais et al. [1] use both QDA and LDA to classify sheep behaviour using a triaxial accelerometer and specially designed hardware, containing an accelerometer
sampling at 100 Hz. The collar with the tag was attached to the sheep and fixed
in a specific orientation relative to the their bodies. Data was collected from 15
different sheep over three days, before the collars were removed and data was
downloaded for offline analysis. Features were extracted based on recommendations from previous literature: mean, standard deviation, variance, skewness,
kurtosis, maximum and minimum value , energy, frequency-domain entropy, pairwise correlation between the axes, and average signal magnitude vector. These
features were calculated for each window of 512 samples, or 5.12 seconds. This
method resulted in the activities lying, standing, walking, running, and grazing
being classified with overall accuracies of 87.1% and 89.7% for LDA and QDA
respectively.
In addition to the online classifier for sheep discussed in Section 2.1.1, Petrus
also implemented an offline activity classifier for rhinos [9]. Around 121 hours of
data were collected using collars, which were attached to two rhinos’ ankles in a
fixed orientation, with triaxial accelerometers running at 40 Hz. Activities were
classified using features derived from buffers of 512 samples, indicating a window
size of 12.8 seconds. Using the LDA classifier and features mean, variance, and
standard deviation of each axis, activities standing, walking, and lying were classified with respective accuracies of 93.33%, 98.97%, and 65.64%, and an overall
accuracy of 85.98%. Using a decision tree algorithm instead, however, resulted
in a higher overall accuracy rate of 95.81%; accuracies of 99.48% 97.18%, and
90.77% for standing, walking, and laying down respectively.

k-NN was also found to be an appropriate classifier for animal activity recognition, having been used by Bidder et al. in 2014 [14] for an automatic animal
behavioural classification system. The authors consider use of the algorithm for
datasets from 7 different species - cheetah, dingo, kangaroo, wombat, badger,
camel, human, and cormorant. It was found that the classifier could accurately
recognise 5 activities, rest, walk, idle, browse, graze, with an average accuracy
of 78%. However, Bidder et al. claim that the selection of numerous summary
statistics such as mean, standard deviation, skewness, or kurtosis ”fogs the relationship between animal movement and behavioural classification”. Instead, the
implementation includes only raw accelerometer data, allowing for a higher sampling frequency since no calculation of features is required. Whilst this method
may be appropriate for offline classification, features, or summary statistics, provide a way to reduce the dimensionality of the data fed to the classifier.
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In 2014, McClune et al. [11] employed the k-NN algorithm in order to identify
four behaviours of a Eurasian badger; walking, trotting, snuffling, and resting.
A collar was attached to a badger, in a fixed orientation, which contained one
triaxial accelerometer and a storage unit. After downloading data after a day’s
worth of recorded activity with a sampling rate of 25 Hz, features mean of static
acceleration, mean of dynamic acceleration, where calculated from time-domain
analysis, and an FFT was used to extract maximum amplitude, standard deviation of amplitude, and peak frequency from window segments of 2 seconds.
The k-NN classifier was trained using leave-one-out cross-validation, yielding an
overall accuracy of 93%. Despite these impressive accuracy results, it should be
considered that the algorithm was trained and tested on the same single animal,
and that only four behaviours were extracted from the entire dataset, leading to
high specifity.
SVMs have been previously compared and found to be less accurate than previously discussed algorithms [12, 13]. However, Martiskainen et al. used SVM
to classify cow behaviour [2], recognising standing, lying, ruminating, feeding,
normal walking and lame walking with an overall accuracy of 94.5%. Triaxial
accelerometer data from a device worn at a fixed position around the cows’ necks
was collected at a rate of 10 Hz, and classification was performed using features
mean, standard deviation, skewness, kurtosis, maximum value, minimum value,
and energy for each of the three axes, pairwise correlations between the axes
and vector length for each window length of 10 seconds. Although high accuracy
results were achieved, the authors report that a more optimal feature set should
be derived to improve accuracy, recall and precision values.
The behaviours of six cheetahs were also recognised using an SVM-based classifier in a study by Grunewalder et al [26]. The data were collected by collars
containing biaxial accelerometers which recorded information for 5 minute windows over a period of 322 days. Ground truth observations were recorded for
activities stationary, mobile, and feeding, leading to 31 hours of labeled data.
Because of the use of large windows of 5 minutes, many of the segments contained more than one behavioural state; in this case, the data points from the
window were discarded, as only windows containing one activity were deemed
useful. A collar was used to combine raw acceleration from 5 minute periods
and assign a value between 0-255, with little information given on the method
of data enumeration. These values were used in order to classify behaviour with
an SVM algorithm, which is post-processed using an HMM in order to include
temporal information in predicting the probability of transitions between activities. Using just this biaxial accelerometer data scaled between 0-255, an overall
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average accuracy of 90.95% was achieved for all cheetahs, where training was
performed separately for each animal.

2.2

Feature Selection

When downsizing from a server to a small embedded system, processing and storage capabilities are hugely compromised. To combat this problem, optimization
of feature selection and extraction methods are, along with learning methods,
key to minimizing computational expense. This section gives an overview of
techniques used and considered in previous literature in order to limit necessary
calculations onboard the processor.
In their 2010, Figo et al. highlighted the importance of careful consideration of
features used with regards to the difference between time and frequency domain
features [27]. They cite features such as mean, and standard deviation as being
important features for any statistical analysis as well as stepping stones towards
the calculation of other features. A taxonomy of both time and frequency domain
features is presented in which they are ranked from very high to very low in
terms of their computational expense and storage demands. Features mean,
standard deviation, maximum, and minimum are ranked among the lowest in
terms of these factors, whilst energy, entropy, and correlation are higher, despite
correlation being time-domain based. Although frequency-domain features are
found to be slightly more robust in classifying three different activities, the timedomain features do not fall far behind in terms of performance, and even perform
better than their frequential counterparts when classifying data as one of two
activities. This work summarises that time-domain are far more appropriate for
implementation in activity recognition systems designed for mobile devices.
In similar fashion, Yang et al. [13] consider only time-domain features and disregard frequency-domain methods such as FFT and wavelet analysis. They state
that mean, RMS, and standard deviation are the most common and practical
time-domain features to be used for activity recognition. They claim that Mean
offers both the highest accuracy and the easiest implementation. By calculating
only the mean value of the accelerometer, an accuracy of 87.55% in the classification of five activities is achieved using a naive Bayes classifier. Liang et al. [22]
build on this by applying a ’two-step feature extraction’ method for classifying
11 activities using data from a smartphone’s onboard tri-axial accelerometer.
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Although the aforementioned papers describe the extraction of basic features
such as mean, standard deviation, and magnitude in order to reduce the feature dimension, feature selection remains a useful method to distinguish the
most prominent of a large array of features. Zhang et al. [28] investigate a
feature selection-based approach for human activity recognition, claiming that
high-quality feature selection is essential for the improvement of classification
accuracy. Three methods are discussed: Sequential Forward Selection (SFS),
Relief-F, and Single Feature Classification (SFC). SFS, which was found to deliver the best performance, adds features one by one sequentially, evaluating the
accuracy for each sequential combination. This method is the simplest form of
greedy feature selection, which is employed by Marais et al. [1] to implement a
classifier of sheep behaviour, finding the maximum and minimum values for each
axis in a frame as the most important feature out of mean, standard deviation,
variance, skewness, kurtosis, energy, frequency-domain entropy, correlation between axes, and average signal magnitude. This combination of features is widely
used in activity classification [2, 29–31]. Previous approaches either select features by using randomly selected training and test data from the full dataset [1],
providing similar proportions of each specimen’s data in both the training and
the test set by visual or statistical analysis [32], or by comparing various feature
combinations found in the literature to reach the highest performing combination [33, 34].
In order to minimise computational expense, Lo et al [24] applied a Bayesian
framework for feature selection to identify the most important feature, which was
found to be the variance across the 3 axes. Lester et al. [35] address the problem
of creating a generic algorithm suited to an individual, ”out-of-the-box”. They
attempt to accomplish this by training and testing their algorithm on a dataset
that contains activity data from a large and diverse group of humans, instead
of on an individual level. Evolutionary algorithms, which mimic the biological
function of evolution by heuristically exploring the search space, have also been
found to be useful in reducing the feature space in machine learning [36, 37].
However, to the author’s knowledge, evolutionary algorithms have not yet served
to select a set of optimal features in the context of activity recognition.

2.3

Sensor Orientation

Human activity recognition through wearables, such as smartphones, tablets,
and smart watches is currently a popular research topic [13, 17], and robustness
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against sensor-orientation has been researched in the field of human activity
recognition [15]. To have a truly robust activity recognition technique, a classifier should perform adequately independently of sensor-orientation, as well as
interdependently of species within a subfamily. A number of works have reported
on the effects of various locations of sensors on the human body [17, 38, 39], but
these placements are always in a fixed orientation with respect to the body.
Error in activity recognition due to sensor-orientation is often tackled by ensuring that the device orientation relative to the animal’s orientation is defined in
advance, and fixed in a certain position, as seen in Figure 2.1 [1, 12, 40].

Figure 2.1: Example of collar positioning on a sheep [1]

Ngo et al. [41] use a tilt-correction method and an orientation-compensative
matching algorithm in order to solve the remaining relative sensor orientation
angle between training and test data. Florentino-Liano et al. [42] transform the
measurements from the the device’s frame into a fixed frame using a rotation
matrix. However, these approaches require undesirable additional computational
expense.
Another proposed solution to this problem is to use orientation-independent
features such as 3D vector magnitude of an accelerometer. The latter technique
is implemented by both Reddy et al. [43] and Siirtola et al., [23] in their systems
aiming to relax position and orientation requirements, which were previously
stringent. In [43], a comparison is drawn between classification using both
specific orientations and random orientations, such as in the user’s pocket, bag, or
attached to a belt. This comparison concluded that classification accuracy drops
by only 1.1% with a non-specific orientation. This method is preferable, since
the elimination of a fixed sensor orientation can be included in feature selection,
instead of adding an additional layer of computation to the implementation.
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Incremental Learning

Incremental learning refers to a modification of an algorithm which allows the
prediction model to be updated recursively according to new data points and
the confidence of their classification. Theoretically, this allows an algorithm
to learn from its previous classification history and incrementally improve the
specificity of the algorithm towards the user. Extending a generic classifier with
incremental learning allows the classifier to tailor itself towards the individual
traits of a particular subject’s movements, improving the quality of the model
over time. For some learning algorithms this approach is more feasible than for
others, since some are complicated to retrain or adjust.
There have been attempts and implementations within the functionality-extension
of SVMs for incremental learning [44–46] which significantly reduce costs of full
retraining of the algorithm with incoming data points. Instead of retraining an
algorithm, these works aim to solve the problem by using new examples with
high confidence values to re-calculate the coefficients of the hyperplanes.
Incremental LDA has also been researched extensively, and various methods
have been evaulated for a self-updating LDA model, by directly updating scatter
matrices [47, 48], error-correction methods for updating the model, using new
incoming data points to add to the model and improving the linear separation
between classes [49].
Neural networks have been extended to incorporate incremental learning in many
studies and works, and there are many different implementations [50–52]. Despite
this, the suitability of incremental artificial neural networks for a small embedded
device is doubtful due to the high cost of training this algorithm.
Incrementally learned decision trees, such as the ID4 and ID5R, are well-known
and widely implemented and researched for many years [53–55], and have been
reported to induce little extra computational expense than non-incremental decision trees [56]. Naive Bayes was also augmented with a tree to implement
incremental learning [57], as well as with boosting [58].
Since there is no model built by k-NN, there are no coefficients to be adjusted,
as with other algorithms. Incremental learning can easily be achieved using kNN by adding new data points to the example set if the confidence value of
the prediction is sufficiently high. The disadvantage of this method is that the
addition of new data points would further enlarge the training set leading to slow
classification.
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Conclusions

Implementations of both on- and off-line vary in terms of learning methods used,
namely species, number of subjects, features and sensors used, activities classified,
as well as overall accuracy. A taxonomy of the works discussed in Section 2.1 and
their methodologies in terms of these factors can be seen in Table 2.2. This shows
that the decision tree algorithm generally scores the highest in terms of accuracy,
although [17] uses a relatively large number of features, and [22] is trained and
tested on an individual level. The use of LDA in [9] simplifies computation by use
of a select few of time-domain features, however the algorithm classifies just three
activities with a comparatively low accuracy of 82.37%. However, considering
the very small feature set, and the fact that [9] is the first implementation of
an online activity classifier for animals, this result is very promising. The k-NN
classifiers discussed provide high accuracies, however [20] uses frequency-domain
features as well as a single subject, whilst k-NN uses up to forty-two features.
The Bayesian algorithms reviewed both have a slightly lower accuracy than the
others compared here, and are trained individually, however the feature set used
is very small which contributes a great deal to energy preservation.This shows
that a sampling frequency of around 20 Hz is the most commonly used value for
online sampling, however an acceptable degree of accuracy has been found with
a rate as low as 2 Hz.
The most commonly used features in the works discussed are mean, standard
deviation, variance, kurtosis, skewness, and maximum/minimum values. It can
be seen that a higher number of features often eludes to a higher accuracy however various techniques for feature selection have been discussed in Section 2.2.
Feature selection techniques such as forward selection and relief can be utilised
in order to reduce the feature set to include only the most distinguishing features
for classification. It has also been found that the use of time-domain features
with the exclusion of frequency-domain features can vastly reduce the amount
of computation necessary for feature calculation, since expensive tasks such as
FFT and spectral analysis are made redundant. Features can also be chosen in
order to alleviate the problem of shifting sensors, as using the magnitude vector
of a sensor’s axes renders the immune to sensor orientation.
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triaxial accel

5

78%

max amplitude
stad dev of amplitude
peak frequency
mean accel axes for x,y,z
magnitude of axes
variance of each axes x,y,z
Mean
Standard Deviation
Skewness
Kurtosis
Max & Min
Energy
Pairwise Correlation
Vector Length

triaxial accel

4

93%

triaxial accel

5

87.55%

triaxial accel

5

87%

triaxial accel

8

94.5%

SMA
AR coefficients
Tilt angle
SMA
FFT
Average Energy

triaxial accel
triaxial accel

3
15

90.95%
97.65%

triaxial accel

8

95%

Hz

Hz
Hz
Hz
Hz
Hz

2 secs

[26]
[21]

x
x

Cheetah
Human

6
6

20 Hz

5 mins
3.2 secs

[25]

x

Human

7

100 Hz

5.2 secs

Table 2.2: Comparison of machine learning algorithms with respect to on/offline, species, number of subjects, sampling frequency, window size, features
used, number of sensors, number of activities, accuracy, recall, and precision

Chapter 3

Acquisition of Animal Activity
Data
3.1

Data Collection

The data set used comprises of multiple sensor data from four goats and two
sheep. These animals differ in size, weight, and age but belong to the same
subfamily Caprinae. Collars were attached to the necks of the animals in various
orientations on each individual. The various positions of the collars on three
animals are indicated in Figure 3.1. The collars were prone to rotation around
the animals’ necks during the day, meaning that the sensor-orientation was not
fixed for any of the animals. The devices attached to the collars were Inertia
ProMove-mini [60] nodes, which contain the following sensors:
• 3-axis accelerometer,
• 3-axis high-intensity accelerometer,
• 3-axis gyroscope,
• 3-axis magnetometer,
• Temperature,
• Barometric pressure.
All sensors were sampled with 200 Hz, and were synchronised in time. The
temperature and pressure sensors were not used for activity recognition; though
the data was recorded in case of future analysis to investigate environmental
22
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(a)

(b)

Figure 3.1: Sensor placements on various animals, the red arrows indicate
the location of the sensors. (a) Sensor placement on a sheep. (b) Different
sensor placements on two goats.

Activity Description
Lying
The animal is lying on the ground.
Standing The animal is standing still, occasionally moving its head or stepping
very slowly.
Foraging The animal is eating fresh grass, hay from a pile or twigs on the ground.
Fighting The animal is fighting with another animal. This consists of banging
its head against another animal’s head or body. A goat often stands on
the back of its legs, drops itself to the ground and drives its horns into
another animal.
Shaking The animal is shaking its entire body in a very rapid motion, often followed by rapidly shaking its head for a brief moment. On a few occasions,
the animal only shakes its head.
Scratch- The animal is using its teeth to nibble on its own skin. Sometimes the
Biting
animal uses its hooves.
Walking The animal is walking. The pace of walking varies from very slowly to
nearly trotting.
Trotting This is the phase between walking and running. The animal is not galloping rapidly but walking very quickly and is therefore in a trot state.
Running The animal is galloping.
Table 3.1: Observed activities during the day

influence on behavior. The activities that were observed during the day are
listed in Table 3.1.
Figure 3.2 shows the field to which the animals were confined during the data
collection. The size of the field is approximately 1800m2 and surrounded by a
fence. The area was large enough for the animals to run around, forage, rest,
interact and confine themselves to separate (self claimed) territories. As shown
in Figure 3.2, the group of goats preferred to roam near the gate, while the pair
of sheep preferred to roam in the opposite corner of the field. The animals were
videotaped from various angles during the day. To incite running behavior, the
animals were chased from time to time.

Acquisition of Animal Activity Data
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Figure 3.2: Overview of the field where all animals were confined

3.2

Data Labelling

In order to use supervised learning methods, each data point must contain an
additional label field indicating the class to which it belongs according to the
ground-truth. In this case, the ground-truth is deduced by video footage of the
animals which is synchronised with the sensor data. The data was labelled using
a labelling application developed by Jacob Kamminga using a Matlab GUI [61]
which allows the annotation of the data according to video footage.
All the data for all animals was annotated by one person according to the behaviours listed in Table 3.1. The stop marker for one activity is also the start
marker for the following activity, if that activity is of any other type than unknown. Transitions between activities were not excluded from the data, thus
some labelled data include a transition phase to another activity. All efforts
have been put in to ensure high quality of the labeling process.

3.3

Data Pre-processing

All sensor data was segmented according to the labelling file generated by the
labelling application. The segments were split into a typical ratio of 60% training
data and 40% test data for all animals. Preliminarily, the data was segmented
with a two second window size and the original sample rate of 200 Hz retained.
However, further evaluation of sample rates and window lengths is presented later
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in Section 5.4. Many works implement an overlap between consecutive windows,
since this technique alleviates the effects of the edge conditions which occur when
windows are segmented sequentially, and has been shown to effectively analyse
periodic movements such as walking, running, and shaking [62, 63]. Therefore,
segments are generated with a standard overlap size of 50%, or one second in
this case. Table 3.2 depicts the number of data points for each animal and each
class for both training and testing data.
lie

stand

graze

walk

run

fight

trot

shake

scr-bite

Sheep 1 test

0

1103

2227

424

169

0

134

0

0

Sheep 1 training

0

1968

3812

550

263

10

275

2

0

Goat 1 test

0

1959

1224

602

66

0

72

0

10

Goat 1 training

7

2834

1209

991

82

5

144

2

20

Goat 2 test

272

1309

619

599

94

16

20

0

45

Goat 2 training

1048

3154

1042

941

87

27

26

0

48

Sheep 2 test

0

1676

1030

533

153

0

141

0

0

Sheep 2 training

0

3798

3023

960

200

0

277

1

0

Goat 3 test

0

2600

1114

585

10

5

39

0

31

Goat 3 training

0

2976

1740

912

13

13

56

1

59

Goat 4 test

1267

1627

517

496

0

85

36

0

35

Goat 4 training

2305

3067

626

734

11

95

83

0

64

Table 3.2: Data points for each class and animal

As can be seen in Table 3.2, there are few or no datapoints for lying for some
animals. Therefore, lying and standing were aggregated into a superclass stationary. Additionally, since there are few dat apoints in classes scratch-biting,
shaking, and fighting, they were agggregated into an additional superclass other.
Finally, this leads to activity classification within six classes; stationary, walking,
grazing trotting, running, and other.
Normalisation of the data is essential for some learning algorithms in order to
analyse features of different units and scales. For example, algorithms such as
k-NN and ANNs use the measures of Euclidean distance to compare features.
Therefore, this data was normalised by means of a Z-transformation, obtaining
a standard score of each feature value. This normalisation calculation can be
seen in Equation 3.1;
Z=

(X − u)
s

(3.1)

in which X is the vector of feature values, u is the average of feature values, and
s is the standard deviation.

Chapter 4

Reduction of Feature Set
4.1

Initial Feature Set

Time and frequency-domain features that are typically used for activity recognition [1, 2, 28, 29, 31, 33, 34, 64–67] were chosen for calculation, as can be seen
in Table 4.1.
As discussed in Chapter 2, frequency-domain features are more complex to calculate than time-domain features [68], since they require a preceding spectral
analysis and FFT. However, frequency-domain features are not excluded because of their higher complexity, as this works aims to perform an exploratory
analysis and find those features that are the most robust against individual traits
and sensor-orientation. For all three axes of each sensor (accelerometer, compass,
gyroscope, and high-gain accelerometer ), the features displayed in Table 4.1 were
calculated. This contributes towards 12 different features for each measure, such
as mean and standard deviation, as well as 72 features for each axis’ first six
components of FFT analysis. Additionally, each feature was calculated for the
3D vector magnitude of the accelerometer’s axes, which accounts for 6 more features for the six FFT components, and 1 extra feature for each other measure,
with the exception of pairwise correlation, since the 3D vector magnitude does
not contain separate axes. The 3D vector magnitude is calculated as follows:

q
M (t) = ax (t)2 + ay (t)2 + az (t)2
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(4.1)
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Feature

Description

Maximum
Minimum
Mean
Standard deviation
Median
25 percentile
75 percentile
Mean low pass filtered signal
Mean rectified high pass filtered signal
Skewness of the signal
Kurtosis
Principal frequency
Spectral energy
Frequency entropy
Frequency magnitudes
Pairwise correlation between axis
Mean signal magnitude vector
Total

Maximum value
Minimum value
Average value
Measure of dispersion
Median value
The value below which 25% of the observations are found
The value below which 75% of the observations are found
Mean value of DC components
Mean value of rectified AC components
The degree of asymmetry of the signal distribution
The degree of ’peakedness’ of the signal distribution
Frequency component that has the greatest magnitude
The sum of the squared discrete FFT component magnitudes
Measure of the distribution of frequency components
Magnitude of first six components of FFT analysis
Correlation between two axes (channels) of each sensor
Average value of the accelerometer magnitude length M (Equation 4.1)

Number of features
13
13
13
13
13
13
13
13
13
13
13
13
13
13
78
12
1
273

Table 4.1: Features that were calculated for each window of data from all
sensors and all their axes

4.2

Approaches to Feature Reduction

In order to reduce expenditure of a machine learning algorithm, the number of
features used as inputs to the algorithm must be reduced. As such, there are
two approaches to reducing the feature set; dimensionality reduction and feature
selection.

4.2.1

Dimensionality Reduction

One way to supply fewer features to an ML algorithm is to perform analysis on
the feature set in order to extract coefficients and reduce its dimensionality.
A commonly used dimensionality reduction technique used in activity recognition systems is principal component analysis (PCA) [25, 69]. This is a statistical
procedure that aims to reduce redundancy in a set of features containing correlated features by orthogonally transforming the set of features into principal
components, which are sets of linearly uncorrelated values with a covariance of 0.
These principal components are ranked by their variance, and the 1st principal
component is that which accounts for the most variability in the data as possible.
In the data set used in this work, many of the features are highly correlated, such
as the axes of the accelerometer and the axes of the high-definition accelerometer, therefore the transformation of these features that retains the variability
of the data whilst diminishing redundant data is very useful. The downside of
this method, however, is that all 273 features must first be calculated from the
raw data before they are transformed into the principal components, which act
as artificial features to an ML algorithm. Whilst this method reduces the input
to the algorithm, it does not ease the computational load of feature calculation.
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Feature Selection

Unlike dimensionality reduction techniques, which require all initial features to
be calculated in order to perform reduction, feature selection techniques simply
choose features which contribute highly towards classification accuracy. This
allows the system to simply calculate pre-selected features instead of the entire
set, before feeding them to the algorithm. There are various different algorithms
which calculate the importance of features in different ways, three of which are
outlined below.

4.2.2.1

Relief

The basis of the relief algorithm is to estimate the quality and relevance of
features according to how well they are able to classify and discriminate between
similar classes. The algorithm evaluates data points and compares the value of
the current feature with both the closest data points of the same class and of
the closest of a different class. Each feature is scored according to its variation
according to the separation between its own class and nearest class, and the
scores, or weights, are normalised so that the top contributing features can be
extracted.

4.2.2.2

Genetic Algorithm

Genetic algorithms aim to mimic natural selection and initially take a random
amount of features according to population size. These features are evaluated
in terms of a fitness function which gives each feature a score based on their
classification performance. A tournament selection scheme is used, meaning that
highest scoring features are retained for the next generation. Mutation is then
performed, where each of the features has a certain probability of being chosen
for the next generation; the higher the performance, the higher their chance
of being chosen. Subsequently, uniform crossover produces ’offspring’ features
which gain 50% of their ’genes’ from each ’parent’. Mutation and crossover are
both performed for a number of generations, or until performance no longer
improves.

Reduction of Feature Set
4.2.2.3
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Forward Selection

Forward Selection is an algorithm which selects features one by one, and evaluates
their performance according to a classifier. Each round, the highest performing
feature is added to the selection, and then each remaining feature is added to
the selection again to evaluate the performance of the new potential features in
cooperation with the already chosen feature(s). This process is repeated until
the maximum number of features desired is reached, or until performance does
not increase.

4.3

Methods for Feature Reduction

In literature, it can be seen from Table 2.2, that the number of features used
often varies between 5-15 features. Therefore, it was desired that a maximum of
the 10 output features could be extracted using each of the previously discussed
approaches. The algorithms were implemented in RapidMiner [70] and its inbuilt
operators to perform the feature selection using different algorithms.
PCA was performed in two ways; firstly, by setting a threshold of 0.99, by which
all the principal components with a higher cumulative variance than this value
are removed. This allows the retention of only the principal components that
account for the top 99% of the variability in the data. Secondly, by retaining
only the 10 principal components which account for the highest proportions of
variability, in order to limit input to the ML algorithm. Since this method aims
to retain the most useful information from the entire data set, these sets can
then be used as a benchmark against which other subsets can be compared.
In feature selection, there are five main questions to be address. Namely, features
should be selected in such a way that they:
1. provide the ML algorithm with information which leads to highly accurate
classification
2. are robust against heterogeneity in animals
3. are robust against sensor orientation
4. are minimally computationally expensive
5. require fewer sensors to be sampled
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In order to address the above questions, the three aforementioned feature selection techniques were conducted with different approaches. This will produce
three different feature sets with various measures of computational expenditure, robustness against sensor orientation and heterogeneity, number of sensors
needed.
Method 1:
The weight by relief algorithm analyses the data points without measuring their
performance, but rather by statistical analysis of which features distinguish most
highly between classes. Therefore, this algorithm was used to analyse the full
feature set, using both time and frequency-domain features in order to find the
top 10 distinguishing features. The data was split into a 60:40 ratio for each
animal, and the combination of 40% of each animals’ data was used for training,
and the combination of the other 60% of each animals’ data for testing. By not
limiting this algorithm to sensors or time domains, it is expected that the features
returned by this algorithm will highly when supplied to learning algorithms.
Method 2:
In order to find an optimal set of features that are robust to both sensororientation and individual diversity of movement amongst the animals, and
therefore address 2. and 3., a genetic algorithm [71–73] was used to optimise
the weights of features that were used for activity recognition by evaluating
their performance with a classifier. k-NN was chosen as the classifier with which
to measure the features’ performance, since it yielded a high performance in
previous works, as seen in Section 2.1, and because of its simplicity; there is no
model trained for transformation of the data. The genetic algorithm generated
different combinations of features based on their performances as tested using
the k-NN classifier. The process was repeated for every combination of four animals’ data being used as training data for k-NN and the other two as testing
data. This division of data approximates the typical division of 60% of data
points in the training set and 40% in the test set. Since all the animals move in
a different way and wear collars with various orientations, this method aims to
discover the features that consistently perform well despite these discrepancies.
This method gives 15 sets of 273 feature weights. By calculating the median
weight and its standard deviation for all features over these 15 optimisations,
the most informative features were chosen as those with the highest values of
mean - standard deviation.
Method 3:
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From Section 2.1, it can be seen that many previous works only use triaxial
accelerometers to measure activity. Furthermore, from Section 2.3, it can be
seen that many works make use of a 3D vector magnitude in order to render the
accelerometer features insusceptible to sensor orientation. Therefore, to address
questions 4. and 5., it is proposed to perform feature selection on a feature
set containing only the time-domain features from the accelerometer’s 3D vector
magnitude. Therefore, the accelerometer’s 3D vector magnitude time-domain
features are fed to a forward selection algorithm in order to ascertain which
of the vector magnitude features are most contributing. As seen in Section 4.1,
there are 21 different features for the 3D vector magnitude of accelerometer data.
Out of those, only 12 are time-domain features, namely minimum, maximum,
skew, kurtosis, standard deviation, median, 75th percentile, 25th percentile, mean
low-pass filtered signal and mean high-pass filtered signal. Using a selection of
these features would ease sampling and pre-processing significantly by allowing
data to be sampled from one sensor; the accelerometer, and eliminating the necessity of a spectral analysis and FFT for frequency-domain feature calculation.
Forward selection must be used in conjunction with an ML algorithm which can
determine the accuracy of each combination of features. The classifier chosen
to determine the accuracy of the features for forward selection is a multilayer
perceptron; a type of NN. This decision was made because, although it hasn’t
been used for online activity recognition, it was seen to perform extremely highly
in Section 2.1. Therefore, it is expected that using NN as the classifier will yield
a set of features which contribute to a high classification accuracy. However, in
the same fashion as Method 2, the out-coming features can be used to compare
performance across all algorithms, which may also lead to a useful insight into
the versatility and mobility of the resulting feature set. As in Method 1, the NN
and feature selection is performed using the combination of 40% of each of the
animals’ data for training, and the combination of 60% of each of the animals’
test data for testing. It is expected that these features will be inexpensive in
terms of calculation time, however since the algorithm will select a maximum of
10 features out of 12 possible features, these features may not perform as highly
as those that have been selected from the entire feature set.
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4.4

Results of Feature Reduction

4.4.1

Dimensionality Reduction

The PCA with a threshold of 0.99 yielded a reduction from feature vectors of
length 273 to principal component vectors of length 109. This greatly reduces
the dimensionality of the set, however a vector of 109 components is still a large
amount to feed to an ML algorithm. Using PCA with a limit of 10 principal
components resulted in the ten components which can be seen in Table 4.2. The
table shows that PC 1 is significantly higher than the others in terms of standard
deviation and proportion of variance, meaning that the performance degradation
would not be much if fewer components were used. Since there were 273 features
in the original feature set, the number of principal components is also 273. The
cumulative variance then indicated the incremental variance when adding each
of the next top principal components.
Using this method, the major source of computational expense is not in the
amount of features fed to the algorithm but rather in the calculation of the 273
original features. This method would require all 273 features to be calculated for
each incoming data point as well as an additional transformation using the PCA
model constructed during the training. Therefore in this case, it is not useful to
further reduce the amount of features since this is the least contributing factor
towards the execution time taken from the raw data to a classification result.
The proportion of variance indicates how much variance the principal component
accounts for out of all principal components calculated for the feature set.
Component

Standard Deviation

Proportion of Variance

Cumulative Variance

PC 1

10.550

0.408

0.408

PC 2

5.770

0.112

0.530

PC 3

3.842

0.054

0.584

PC 4

3.185

0.037

0.621

PC 5

2.922

0.031

0.652

PC 6

2.746

0.028

0.680

PC 7

2.265

0.019

0.699

PC 8

2.096

0.016

0.715

PC 9

1.928

0.014

0.728

PC 10

1.893

0.013

0.741

Table 4.2: Top ten principal components in order of their rank, their standard
deviations, proportions of variance and cumulative variance.
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4.4.2

Feature Selection

The features discovered using each feature selection algorithm are seen in this
section, along with the average computation time, along with the standard deviation, taken to calculate them from a constant 2 second segment of raw data.
This measure was found by executing each feature 10 times in Matlab, recording
the execution time of each execution, and taking the average and standard deviation per feature. A constant example segment was used in order to calculate
features, so the execution times for features such as entropy, and correlation are
the same, regardless of the axes.
In this section, sensors and axes are denoted by the first letter of the sensor name
followed by the letter of the axis, for example the compass’ x-axis is denoted by
Cx, and the high-gain accelerometer’s y-axis by Ayhg.
Method 1:
Using the relief algorithm on the whole feature set, the ten top scoring features,
which are a mixture of time and frequency domain features can be seen in order
of their rank in Table 4.3.
Feature

Domain

Execution Time (ms)

Cx principal freq

freq

2.124 ±0.341

Cz principal freq

freq

2.124 ±0.341

Vector min

time

0.609 ±0.168

Cy principal freq

freq

1.982 ±0.254

Ay freq entropy

freq

1.724 ±0.217

Vector freq entropy

freq

1.724 ±0.217

Cy Cz correlation

time

1.115 ±0.125

Az freq entropy

freq

1.724 ±0.217

Ax freq entropy

freq

1.724 ±0.217

Cx Cz correlation

time

1.115 ±0.125

Table 4.3: Features deduced using a relief algorithm, their domains and execution times.

From this table, it can be seen that all axes of the compass are ranked highly, as
well as the correlations between between the z-axis and both the y and x-axis.
These features could be condensed as follows:
• Principal frequency each axis of compass
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• Frequency Entropy each axis accelerometer
• Correlation between x and y-axis of compass with z-axis
• Minimum of 3D vector

Frequency entropy and principal frequency features are amongst the most computationally expensive features to calculate as they require spectral analysis and
FFT. Although correlation features are time-domain, they have previously to be
more computationally expensive than other time-domain features, as ranked in
[27] as medium on a scale of very low to very high, where mean and standard
deviation are ranked as very low. It can be seen here that the principal frequency
features take the longest computation time, followed by frequency entropy, then
correlation. By far the shortest feature to execute is vector minimum.
Method 2: Using a genetic algorithm with a maximum of 30 generations in
cooperation with the k-NN classifier, the top ten most informative features and
can be seen in Table 4.4, which also shows the features’ average computation
times.
Feature

Domain

Execution Time (ms)

Cy magnitude 3

freq

1.812 ±0.259

Azhg spectral energy

freq

1.993 ±0.424

Vector 75th %ile

time

0.654 ±0.152

Az magnitude 2

freq

1.723 ±0.398

Cy spectral energy

freq

1.993 ±0.424

Ax magnitude 1

freq

1.698 ±0.372

Azhg median

time

0.586 ±0.104

Gx Gy correlation

time

1.115 ±0.125

Cy maximum

time

0.553 ±0.984

Ax magnitude 3

freq

1.812 ±0.259

Table 4.4: Table showing feature set for genetic algorithm in order of their
rank, with their domains and execution times.

This feature set delivers six frequency and four time-domain features. It can be
seen from the computation times that the frequency-domain features as well as
correlation between axes take a considerably longer time on average to calculate
than their time-domain counterparts.
Method 3: Method 3 used the forward selection algorithm in cooperation with
the neural network algorithm with a pre-filtered feature set containing only timedomain 3D vector magnitude features. This method resulted in only 7 of a
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maximum value of 10 features, signifying that the algorithm found that the
there was no increase in performance adding more features to the 7 chosen. The
features selected can be seen in Table 4.5 along with their respective execution
times. These time-domain features are all low in computational expense, which is
reflected in their low calculation times with respect to frequency-domain features
seen in Methods 1 and 2.
Feature

Execution Time (ms)

Vector mean

0.679 ±0.102

Vector standard dev

0.713 ±0.138

Vector median

0.586 ±0.104

Vector 25th percentile

0.692 ±0.149

Vector 75th percentile

0.654 ±0.152

Vector skew

0.891 ±0.185

Vector kurtosis

0.912 ±0.167

Table 4.5: Summary of features selected using forward selection with vector
features, and their execution times.

A summary of the features derived from each of the techniques can be seen in
Table 4.6, along with their total respective execution time in seconds for each
whole set. PCA with threshold variance is excluded from this table since it
is simply a list of 109 principal components, however it transforms the same
features as PCA with 10 components and therefore demands the same execution
time for feature calculation.
PCA with

Relief

Genetic Algorithm

Forward Selection

PC1

Cy principal freq

Cy mag 3

Vector mean

PC2

Cz principal freq

Azhg spec energy

Vector stdev

PC3

Vector minimum

Vector 75th %ile

Vector median

PC4

Cy principal freq

Az mag 2

Vector 25th %ile

PC5

Ay freq entropy

Cy spec energy

Vector 75th %ile

PC6

Vector freq entropy

Ax mag 1

Vector skew

PC7

Cy Cz correlation

Azhg median

Vector kurtosis

PC8

Az freq entropy

Gx Gy correlation

-

PC9

Ax freq entropy

Cy maximum

-

PC1 0

Cx Cz correlation

Ax mag 3

-

6.62

0.01596

0.01393

0.005127

10 components

Features

Execution Time
for Total
Feature Set
Calculation (s)

Table 4.6: Summary of feature sets and their respective average feature calculation times.
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Table 4.6 confirms what has been discovered in Chapter 2; when the algorithms
are free to choose from an entire feature set, frequency-domain features are overall more contributing to performance and class separation than time-domain
features. However, it is very clear that time-domain features have a clear advantage in terms of execution speed. The forward selection feature set yields the
lowest execution time due to both the lack of necessity for FFT and spectral
analysis previous to calculation, as well as fewer features in its set. PCA with 10
components must calculate the entire set of 273 features, so the time is very high
in comparison. The relief feature set takes the longest amount of time for feature
calculation out of the three feature selection methods, owing to both its multiple
pairwise correlation features and its other mainly frequency-domain features. It
is clear that the forward selection feature set has a great advantage, both due
its low execution time, as well as the fact that only one sensor must be sampled
instead of four. However, it is yet to be seen whether this advantage will hinder
its ability to correctly classify data points.
With these five different feature sets deduced, it is possible to determine the
effects of different features upon the performance of the algorithms, as well as
their sensitivity and robustness with different classifiers. The next chapter uses
all of these feature sets with different machine learning algorithms, where the
feature sets will be compared for each classifier. It is expected that the feature set
supplied by Method 2 will perform the highest, since the features from Method
1 are highly correlated, and the features from Method 3 are only time-domain.
However, the trade-off between computation time and performance could render
Method 3 a superior solution.

Chapter 5

Machine Learning for Activity
Classification
In order to monitor animal activity in real-time, a collar with an attached embedded device and IMU is proposed in order to classify and transmit the animal’s
behavioural state. This embedded device must be small and light-weight, which
limits the computational resources at the system’s disposal.
The machine learning algorithm itself lies at the core of this system, therefore
a thorough analysis of measurable resources such as computation time, memory
consumption is necessary. Based on these requirements a suitable algorithm for
this task must be selected.
Each machine learning algorithm varies in its own complexity and accuracy, both
of which are influenced by the parameters used to tune the algorithm. Therefore,
a trade-off must be made between performance and resource efficiency when
tuning the algorithms. In this chapter, six machine learning algorithms are first
fine-tuned in order to optimise their performance using each of the five feature
sets derived in Chapter 4. They are then evaluated in terms of the selection
criteria discussed in the following Section 5.1, before the sampling frequency and
window size are investigated for the chosen algorithm and feature set.
The six algorithms compared in this thesis are as follows:

• Support Vector Machine
• Decision Tree
• k-Nearest Neighbour
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• Naive Bayes
• Linear Discriminant Analysis
• Neural Network

These algorithms were selected both in order to include an algorithm from the
main families of supervised machine learning methods, as well as due to their
prevalence in literature for activity recognition.

5.1

Selection Criteria for Supervised Machine Learning Techniques

A lot of research in machine learning methods is mainly concerned about the
accuracy a technique can achieve. There are however other measures by which
these algorithms can be compared and which need to be considered when selecting a technique [27], such as:

• Time complexity
• Algorithm comprehensibility
• Ability to extend to incremental learning

Measurable metrics of a machine learning algorithm include:

• Training speed
• Classification speed
• Accuracy
• Recall
• Precision
• Training memory consumption
• Classification memory consumption
• Variance in performance of classifiers
• Ease of parameter handling
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Once a suitable algorithm is chosen, the data set is adjusted in order to discover
the minimum sampling rate and the optimal window size for a fair trade-off
between performance, and sampling computation.

5.2

Tuning of Machine Learning Classifiers

A machine learning algorithm has a set of parameters which can be tuned in order
to optimise them with respect to accuracy. Certain algorithms are easily tuned,
whereas others have many different parameters which result in a vast number of
combinations across all parameters. For this reason, only the most important
parameters are considered in this comparison in order to feasibly compare each
algorithm for all feature sets.
Using RapidMiner, each of the algorithms is first and foremost evaluated in terms
of accuracy and inference (prediction) CPU execution time. Only five of the six
animals are used during this phase, which are two sheep and three goats. This is
so that the each algorithm can be trained using amalgamation of goat and sheep
data, then subsequently, the chosen algorithm can be evaluated using unseen
data from a new animal. The parameters of the classifier are fine-tuned by using
60% of the data to train the classifier and the remaining 40% as a test set, in
order to attain optimal accuracy. The training and testing data both contain
equal amounts of data from each of the five animals, as illustrated in Figure 5.1,
so that all animals can be classified singularly or as a whole, using one generic

Percentage of Total Data (%)

model.
100

Sheep 1
Sheep 2
Goat 1
Goat 2
Goat 3

80
60
40
20
0

Training

Testing

Data

Figure 5.1: Data Split for Training and Testing

CPU execution time was monitored using a log operator in RapidMiner which
monitors the amount of time the CPU spent executing a specific task. Once
parameters were selected in accordance with their accuracy and classification
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speeds, other metrics were introduced in order to compare the performance of
all feature sets with each algorithm. These metrics include recall, precision,
memory consumption, and training speed.
The equations for accuracy, precision and recall are listed in Section 2.1, but are
repeated here for convenience:

accuracy =

TN + TP
TN + TP + FN + FP

(5.1)

TP
TN + TP

(5.2)

precision =
recall =

TP
TP + FN

(5.3)

Memory consumption was monitored using JProfiler, in which the same task
(training or inferring a model) was performed five times using the same machine, forcing the garbage collection operation before and after the performed
task in order to measure the amount of heap memory consumed by the algorithm. The average of these five memories was taken in order to account for
anomalous fluctuations. To the same end, the training and inference CPU execution times are measured and averaged across 20 runs for each of the final
algorithms optimised towards each feature set.

5.2.1

Support Vector Machine

The support vector machine is a training algorithm that aims to maximise the
margin between data points and the decision boundary. SVM focusses on data
points which are from different classes but are close together, in order to separate classes at the most difficult data points so that it can easily classify other
data points. For example, when constructing a hyperplane that can separate
classes X and Y, the optimal plane is the one that can maximise the distance
between points of the classes that are close to the other class. In this way, it
is not necessary to consider all the points of the classes to accomplish the distinction. In this example, the classification is binary, however the same principle
applies for multi-class classification by constructing multiple hyperplanes. SVM
can be implemented with different kernels which can construct hyperplanes for
both non-linearly and linearly separable data. A kernel can be selected in order
to construct hyperplanes with a sigmoid, radial base function, or polynomial
function.
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SVM Parameters:
There are three important parameters to consider when tuning a SVM classifier:
• Kernel: as aforementioned, the SVM kernels include: linear, polynomial,
radial base function (RBF), and sigmoid. If the training data is not linearly
separable then one of the latter kernels must be used.
• Cost: this parameter trades off misclassification of training examples against
simplicity of the decision boundaries.
• Gamma: this parameter defines how far the influence of a single training
example reaches. This is only necessary if the data is non-linearly separable.
In order to evaluate the performance and inference time of the SVM model
with varying parameters, each of the five data sets derived in Chapter 4 is used
as an input to the SVM classifier. The SVM is then trained and tested with
adjustments of the aforementioned parameters. Firstly, the most appropriate
kernel is deduced for each feature set, before the effects of cost and gamma
values are evaluated.
Using RapidMiner, the SVM was trained and the model was applied to the test
set. Figure 5.2 shows the accuracy of each kernel type for each feature set when
the cost and gamma functions were initially set to zero. It can be seen that this
data set is linearly separable, and that in most cases a linear hyperplane yields
the highest accuracy. It can also be seen that the linear and sigmoid kernels
perform identically, presumably due to the sigmoid function drawing an almost
linear hyperplane. Although the genetic algorithm and the forward selection
feature sets were optimised according to k-NN and neural network classifiers
respectively, they nevertheless perform well with the linear kernel of the SVM
classifier. This shows that both of the feature sets could be robust and versatile,
providing a high performance with classifiers for which they were not optimised.
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PCA with Variance > 0.99
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Genetic Algorithm
Weight by Relief
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Figure 5.2: Accuracy of Kernel Types for each Feature Set

Figure 5.3 shows the time taken for the CPU to execute the inference of the
SVM with each kernel for each feature set. It can be seen that the kernel type
linear is unanimously the shortest for each feature set.
300

PCA with Variance > 0.99
PCA 10 Components
Genetic Algorithm
Weight by Relief
Forward Selection

CPU Execution Time (s)

250

200

150

100

50

0
linear

poly

rbf

sigmoid

Kernel Type of SVM

Figure 5.3: CPU Execution Time of Kernel Types for each Feature Set

Comparing Figure 5.2 and Figure 5.3, it is obvious that for most of the feature
sets, a linear kernel produces both the highest accuracy and the lowest inference
time. For relief, however, the polynomial kernel yields an increase in accuracy of
0.03% and an increase in execution time of 0.25 seconds. In this case, the slight
increase in accuracy does not justify using a non-linear kernel.
Using the most appropriate kernel for each set, the optimal value of Cost can be
deduced. Since a linear kernel is used for each of the feature sets, the Gamma
value is not applicable.
The range of the possible values of cost varies widely according to the data set.
Therefore, logarithmically spaced values for C, ranging from 1 × 10−5 to 1 × 101
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Figure 5.4: Accuracy vs Cost value
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Figure 5.5: CPU execution time vs Cost value

and including 0, were used to test the SVM model for the five data sets which
use linear kernels as the optimum. It was discovered during experimentation
that any value larger than 1 × 101 takes an extensively long time to train on a
PC, and is therefore not useful in this experiment, where speed is critical. The
accuracy metrics for variations in cost are seen in Figure 5.4. The accuracy did
not increase after the cost value reached 0.01, therefore the figure only shows the
range from 0 to 0.1. It can be seen that a cost value of 0 yields a high accuracy
for all feature sets, which then drops dramatically as Cost is increased to 0.0001,
and then starts to rise again until the same accuracy as with a value of 0 is
achieved.
The CPU execution times for model inference are shown in Figure 5.5. Adversely,
the computation time is lowest at a cost value of 0, rising towards 0.0001, then
falling again to a similar value as at 0. This shows that the accuracy and computational expense, in this case, are inversely related. Therefore, a cost value of
0 for all feature sets can be considered as the best solution.
For each data set using each of the different feature sets, the memory consumption and CPU execution times for the models were measured for both the training
and testing efforts of the model. A summary of each data set’s optimal SVM
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parameters, and their according accuracy, CPU time and memory usage can be
seen in Table 5.1.
CPU Time (s)

Memory (GB)

Train

Test

Train

Test

93.71

74.72

9.961

0.834

0.904

87.93

87.43

8.159

5.986

0.692

0.734

Feature Set

Kernel

Cost

Accuracy

Recall

PCA >0.99

Linear

0

97.91

94.15

PCA 10

Linear

0

97.24

Precision

Relief

Linear

0

95.08

60.31

67.95

6.754

5.845

0.568

0.814

Genetic

Linear

0

96.13

78.99

75.28

6.41

4.259

0.698

0.828

Forward

Linear

0

96.31

73.10

80.09

6.192

4.906

0.650

0.80

Table 5.1: The optimal parameters for each data set, with their resulting
accuracies, CPU execution times, and memory usage.

From Table 5.1, it can be seen that, predictably, the two data sets using PCA dimensionality reduction score highest in terms of accuracy. The forward selection
and genetic algorithm feature sets, which were not optimised for SVM, perform
better than the relief algorithm, which was not optimised for any algorithm.
This shows that these feature sets are not only valid for the algorithms for which
they were optimised.
The PCA with variance threshold of 0.99 takes much more time to train than
the feature selection techniques and PCA with 10 components, since it feeds 109
features instead of 10 to the algorithm. However the inference time is not greatly
larger, and there is very little difference with regards to memory consumption.
Of the feature selection techniques, the forward selection feature set yields the
highest performance results, and there is very little difference in execution time
and memory consumption time between them. However, the execution speed
for both training and testing here is not fast, taking between 5 and 7 seconds to
classify the test data. As was seen from Table 3.2, the test data set contains 18560
test data points, which equates to roughly 30 microseconds per classification.
However, this is using a desktop PC with much higher processing capabilities
than an embedded device, therefore it is only useful to compare the differences
between different algorithms.

5.2.2

k-Nearest Neighbour

k-Nearest neighbours is one of the most simple machine learning algorithms in
terms of its prediction method. During the training phase, the training set is
simply stored as an array of feature vectors attached to their respective class
labels. In the classification phase, k is a variable parameter which specifies the
number of ’nearest neighbours’, and each incoming data point is classified by
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assigning the label which is most frequent among the k training samples nearest,
in Euclidean distance, to the new data point.
Although k-NN is typically high-scoring and is very computationally simple, it
has several drawbacks, the first being that a large amount of space is necessary to
store a sufficiently large data set for meaningful classification. Another drawback
is that due to the fact that classification of an incoming data point is performed
by comparing it with all the data points in the training set, the classification is
typically very slow.
k-NN Parameters: For k-NN, there is only one parameter that can be altered.
• K: The number of neighbours the algorithm compares the incoming data
array with the training set
Since there is only one parameter to be adjusted, fine-tuning k-NN is very simple.
The CPU execution time for k-NN largely depends on the size of the data set,
rather than on the number of neighbours, since the algorithm must compare the
data point with all test data points anyway. Using more neighbours can benefit
the accuracy and by reducing the chance of a single anomalous data point being
used to classify the a new data point.
The value of k was varied between 1 and 10, and the effects on performance
and CPU measured. The effect on accuracy can be seen in Figure 5.6, where
an increase in the number of neighbours results in a slight increase in accuracy,
until it starts to flatten after k = 6.

Average Accuracy (%)
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10

Value of K for k-NN
Figure 5.6: CPU Execution Time of Kernel Types for each Feature Set
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Since there is no training phase for k-NN, only the CPU execution times of the
inference of the model need be considered. They are presented in Figure 5.7, and
show that the increase in k does not equate to any increase in computation time.
Rather, the main variance in computation time is seen between each dataset,
with a particular peak in CPU execution time for the PCA >0.99 feature set.
This can be explained by the fact that the algorithm must compare vectors
lengths of 109 instead of 10 or less, as is the case for the other feature sets.

CPU Execution Time (s)
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PCA 10 Components
Genetic Algorithm
Weight by Relief
Forward Selection
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Figure 5.7: CPU Execution Time of Kernel Types for each Feature Set

As seen from Figures 5.6 and 5.7, an increase in k and therefore the performance
does not incur any more CPU execution time, therefore , the values of k can be
chosen regarding the optimal accuracy.
Table 5.2 gives a summary of the optimal value of k for each feature set, as well
as its accuracy, recall, precision, average CPU execution, and memory usage for
training and testing.
CPU Time (s)

Memory (GB)

Train

Test

Train

Test

93.20

0.0936

171.9

0.05

1.142

84.15

89.54

0.0156

25.5

0.036

0.938

72.31

78.27

0.0156

26.04

0.028

0.814

96.71

76.68

86.78

0.0156

25.13

0.036

0.738

97.17

77.33

85.83

0.0156

23.21

0.024

0.718

Feature Set

k

Accuracy

Recall

Precision

PCA+

6

98.38

86.26

PCA 10
Relief

8

98.23

8

95.94

Genetic

10

Forward

10

Table 5.2: The optimal k parameter for each feature set, its resulting accuracies, CPU execution times, and memory usage.
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k-NN performs highly for all feature sets, especially for PCA with a threshold
of 0.99. However, the forward selection feature set does not fall far behind in
terms of accuracy, though precision and recall values suffer. Although the genetic
algorithm feature set was optimised using a k-NN classifier, it can be seen from
this table that the forward selection feature set, which was optimised for a neural
network, slightly outperforms the genetic algorithm feature set. This could be
due to the fact that the forward selection feature set is insensitive to orientation,
therefore performs highly on all animals independent of their collar positions.
Despite the merits of k-NN’s accuracy, the major drawback of this classifier,
as can be seen in the table, is the amount of CPU time and memory that the
algorithm consumes during its inference. Inference time is extremely important
since data points must be classified within a small window of time.

5.2.3

Decision Tree

A decision tree is a very simple and comprehensible algorithm which uses a
tree-like structure of decisions and consequences. It consists of nodes, at which
the model moves down one of two branches onto the next node, depending on a
certain feature’s value. In the case of two behaviours such as stationary and moving, the decision tree could differentiate between states using just one conditional
statement which evaluates the value of the accelerometer’s standard deviation,
requiring only one node and two branches to reach a classification decision.
A simple decision tree is depicted in Figure 5.8, which shows a tree with a depth
of 3 sorting input into classes A, B, C, D, and E based on the value of feature x.

Figure 5.8: An example of a simple decision tree, navigating through the
branches based on the value of feature x.

Decision Tree Parameters: There are three important parameters to consider
when tuning an Decision Tree classifier:
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• Splitting criterion: The branches of the decision tree can be split according
to the values of four different criteria; accuracy, information gain, gini
index, or gain ratio.
• Depth: defines how deep the model of the tree can flow, i.e how many nodes
an incoming data point will have to travel through to reach classification.
• Pruning: Pruning simplifies the tree by making sure that there are not too
many branches with small variance which do not add discriminatory value.
A confidence level parameter is used for the pessimistic error calculation
of pruning.
The largest contributing factor in the decision tree’s computational expense is
the depth, since this determines how many steps the classifier must take before
reaching an outcome. The splitting criterion can use different methods in order
to classify behaviour, choosing the path that leads to the largest margin within
the criterion. Each splitting criterion and their use is as follows:
• Information gain: calculates the entropy of all the features, and the feature
with the minimum entropy value is selected for the split.
• Gain ratio: adjusts the information gain of each feature in order to maximise the breadth and uniformity of the feature values.
• Gini index: measures the impurity of the training set, which is a measure
of how often often any given data point from the training set would be
incorrectly classified if it was randomly classified according to the ratios of
the class data points within the training set. Splitting on a value leads to
a reduction in the impurity of the resulting subsets.
• Accuracy: maximises the accuracy of the tree by choosing appropriate
features to be split.
In order to discover which of these criteria suits the data set with each of the
different feature sets best, the decision tree was first trained without pruning,
and for depths ranging between 1 and 20. For each feature set for our data,
the accuracy can be seen with variations in both depth and splitting criterion
in Figure 5.9. These accuracies were found when no pruning was performed on
the decision tree. The graphs show that the information gain is unanimously
the best splitting criterion in terms of optimising the algorithm for accuracy. A
depth of between 8-10 is seen to be optimal for all of the feature sets. It can also
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Figure 5.9: Accuracy vs Decision tree depth for each splitting criterion
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be seen that the relief feature set singularly performs worse in terms of accuracy
for each criterion in comparison with the other feature selection methods.
The CPU execution time as a function of decision tree depth proved to be insignificant, showing slight and random variations and demonstrating no correlation between the depth of the tree and the CPU execution time. Therefore, the
average value across the tree depth for each feature set and for each criterion has
been taken in order to make an informed decision about the trade-of between
accuracy and CPU execution time. These results are presented in Figure 5.10 in
which it can be seen that there is very little variation with respect to this criterion, while the variation in terms of feature sets, with PCA >0.99 predictably
expending a lot more CPU time for inference due to its large dimensions.
PCA with Variance >0.99
PCA 10 Components
Genetic Algorithm
Weight by Relief
Forward Selection

CPU Execution Time (s)

10 1

10 0

10 -1

10 -2

Accuracy

Gini Index

Information Gain

Gain Ratio

Decision Tree Criterion

Figure 5.10: A comparison of the average CPU execution times across all
depths of trees for all feature sets and Decision tree criteria

With this lack of additional expense with an increase in depth, the value of depth
can be chosen according to the highest accuracy attained. For each feature’s optimal depth value, it can now be ascertained whether their performance improves
when the tree is pruned.
Figure 5.11 shows each feature set’s accuracy according to their optimal depth
with and without the application of pruning. It can be seen that the accuracy
for the PCA >0.99, PCA 10, and Forward Selection feature sets increase very
slightly; in the former two sets by less than 0.1%. This adds no measurable
change in CPU execution time for the inference nor the training of the algorithm.
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Feature Set

Criterion

PCA >0.99
PCA 10
Relief
Genetic
Forward

Info
Info
Info
Info
Info

Gain
Gain
Gain
Gain
Gain

Depth
10
10
10
9
10

Pruning
Confidence
0.25
0.1
0.1

Accuracy
97.03
96.97
95.04
96.30
96.91

Recall

Precision

78.58
78.58
61.46
72.07
76.19

83.29
81.13
68.40
73.66
83.10

CPU Time (s)
Train
Test
7.61
1.608
0.748
0.031
0.897
0.031
0.78
0.031
0.686
0.031

Memory (GB)
Train
Test
0.344
0.098
0.152
0.072
0.154
0.106
0.12
0.102
0.14
0.098

Table 5.3: The optimum parameters for criterion, depth, and pruning of the
Decision tree for all feature sets, as well as performance and resource metrics.
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Figure 5.11: A comparison of each feature set’s accuracy using the decision
tree’s optimal depth value with and without pruning.

The decision tree has now been optimised for each feature set, and Table 5.3
gives a summary of the optimal value of the criterion, tree depth, and confidence
value for pruning for each feature set. Additionally, their accuracies, recalls,
precisions, average CPU execution times and memory usages for training and
testing are shown.
These results show that the decision tree algorithm performs reliably across all
feature sets, with the forward selection feature set performing almost as well as
with PCA. The algorithm is very inexpensive in terms of computational expense
and memory consumption, as well as being comprehensible, easy to tune and
possible to extend to incremental learning.

5.2.4

Neural Network

A Neural network is a machine learning model which aims to emulate the structure and functionality of biological neural networks. It contains a group of artificial neurons, which are ordered in layers and process information by passing
information through connections between the neurons. Figure 5.12 depicts a
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model for a simple Neural Network which contains one hidden layer with neurons in it. Relating this to the currently discussed problem, this NN signifies
three input features, such as mean, median, and standard deviation, and two
possible outcomes, such as standing and walking.

Figure 5.12: A simple example of a Neural Network containing one hidden
layer, three input features, and two classes.

In this study, a multilayer perceptron (MLP) is used, which is a type of feedforward neural network which maps input data to output classes using a number of hidden layers which contain neurons. A feed-forward NN is a model in
which connections between the input and output nodes can only move forward,
through the hidden layers and their neurons. In the MLP, each neuron in each
layer is connected to every other neuron in both the previous and the subsequent
layer, and each neuron containing an activation function which determines which
connection an incoming data point will take. In order to train the MLP, backpropagation is used, which is an algorithm designed to optimise the performance.
Back-propagation encompasses two stages; propagation and update weights. In
the propagation phase, the classified data points are compared with their label
which states their actual class, and computes the value of the error. The error function is then propagated back through the NN and the weights of the
activation function in each neuron are adjusted accordingly. This process is repeated for a specified number of training cycles, until the error rate is minimised
sufficiently.
Multilayer perceptron parameters Although Neural Networks have many
parameters, there are too many to tune for each feature set. Therefore, the most
important parameters that are considered in this thesis are:
• Number of Hidden Layers: number of layers in between the input features
and the output class. As seen in Figure 5.12, hidden layers are used in
order to direct values through a certain path depending on its value.
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• Number of Neurons in Hidden Layers: The number of neurons in each
hidden layer.
• Learning Rate: how much the weights are changed each step
• Momentum: the value is used as the fraction of the previous weight to
update the current one, which prevents reaching a local optimum.
In this algorithm, the activation function used is sigmoidal, which transforms
linear inputs to nonlinear outputs, providing a smooth curve of function:
1
1 + e−t

(5.4)

This requires input values ranging between −1 and 1, which is taken care of by
Z-transformation normalisation, as discussed in Section 3.3.
The number of hidden layers necessary depends on the size of the data set. Since
here we are dealing with a relatively small data set 3.2, a relatively small number
of hidden layers are sufficient. The number of neurons in each hidden layer is
also related to the data set, and a common value for this number to be set to is:

Layer size =

number of features + number of classes
+1
2

(5.5)

Since the variation of both number of hidden layers as well as number of neurons
inside each hidden layer would result in a significant number of calculations,
Equation 5.5 is used as a standard. A learning rate of 0.3 and a momentum
value of 0.2 were used as a basis, and the back-propagation was set to run until
an error rate of below 105 was achieved, or the maximum amount of 500 training
cycles was reached. The number of layers was then varied between one and five.
The results of the accuracy numbers of hidden layers between one and five can
be seen in Figure 5.13. The figure shows that the accuracy level is almost flat
between one and five hidden layers, though gradually decreasing in accuracy.
This could be due to overfitting of the algorithm, in which strong connections
are made with outlying data points from the training set.
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Figure 5.13: Number of hidden layers vs accuracy for multilayer perceptron.

The CPU execution times for inference of the MLP with up to five hidden layers
can be seen in Figure 5.14, which shows that the larger the feature set, the faster
the rate at which execution time increases, due to the exponentially increasing
number of neuron connections between features.

CPU Execution Time (s)
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Figure 5.14: Number of hidden layers vs CPU execution time for multilayer
perceptron.

Table 5.4 shows the optimum parameters for accuracy for each feature set using
Neural Network.
It can be seen that training the model is an extremely long process with respect
to the other algorithms, and the CPU execution time rises exponentially when
the amount of features is high. The PCA >0.99 feature set needs almost 25
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Feature Set

# Layers

Accuracy

Recall

Precision

PCA >0.99
PCA 10
Relief
Genetic
Forward

2
1
1
2
1

98.304
98.014
97.391
97.172
96.912

85.913
80.650
74.822
75.009
78.077

87.456
87.228
75.852
82.596
80.972

CPU Time (s)
Training Inference
1458
0.9984
59
0.0780
89.3
0.0780
58.4
0.1092
50.4
0.0624

Memory (GB)
Training Inference
0.974
0.094
0.694
0.076
0.432
0.032
0.4
0.028
0.402
0.026

Table 5.4: The optimum parameters for number of layers of the MLP for all
feature sets, as well as performance and resource metrics.

minutes to train the model with 2 layers, and around one minute to train with
10 inputs. Although the memory and CPU execution costs are very high during
the training phase, the inference of the model consumes very little time and
memory. Despite the high cost of training, the neural network performs very
highly across all feature sets, especially with the genetic algorithm feature set.

5.2.5

Naive Bayes

Naive Bayes classifiers are a family of simple probabilistic classifiers based on
applying Bayes’ theorem with strong (naive) independence assumptions between
the features. All naive Bayes classifiers assume that the value of a particular feature is independent of the value of any other feature, given the class variable. Despite their naive design and apparently oversimplified assumptions, naive Bayes
classifiers have proven to perform sufficiently well in many complex real-world
situations, such as those discussed in Chapter 2. An advantage of this algorithm is that it only requires a small amount of training data to estimate the
parameters necessary for classification.
Bayes theorem provides a way of calculating the posterior probability, P (c | x),
from P (c), P (x), and P (x | c), where:

• P (c | x) is the posterior probability of an outcome (activity), given a feature
value.
• P (c) is the prior probability of a class.
• P (x | c) is the probability of a feature value, given a class.
• P (x) is the prior probability of a feature value.

The probability of an outcome, given a certain feature value is then defined as:
P (c|x) =

P (x|c) × P (c)
P (x)

(5.6)
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Although implementations exist which attempt to fine-tune the naive Bayes classifier with a second round of training in which probabilities can be adjusted [74],
the classic naive Bayes algorithm and its implementation in RapidMiner does
not have any adjustable parameters [75]. Therefore the performance of the algorithm was evaluated with each feature set without the necessity of tuning the
parameters.
A summary of the classifier’s performance in terms of accuracy, recall, and precision for each feature set can be seen in Table 5.5, along with CPU execution
time, and memory used for both training and inference phases.
Feature Set

Accuracy

PCA >0.99

95.38

Recall

Precision

75.81

66.68

CPU Time (s)

Memory (GB)

Train

Test

Train

Test

0.156

0.296

0.054

0.098

PCA 10

95.40

74.12

71.09

0.0156

0.062

0.036

0.078

Relief

93.14

66.38

61.38

0.0156

0.047

0.02

0.026

Genetic

95.16

70.84

69.84

0.0156

0.072

0.036

0.034

Forward

93.88

72.64

69.22

0.0156

0.0312

0.018

0.03

Table 5.5: The accuracies, recalls, precisions, CPU times, and memory usage
of naive Bayes for each feature set.

It can be seen from Table 5.5 that naive Bayes uses very little time and memory
for both training and testing phases, with the usual rise when using the PCA
>0.99 set. The accuracy is reasonable across the feature sets, however the performance is not competitive with some of the classifiers that have been seen already,
such as k-NN and multilayer perceptron, especially in terms of precision, whose
values are low.

5.2.6

Linear Discriminant Analysis

Linear discriminant analysis works by expressing one dependent feature as a
linear combination of other independent features, forming a set of continuous
independent features which define class labels. In this way it distinguishes between independent and dependent features, and determines which features hold
the strongest discrimination between classes.
The algorithm collects those features which strongly correlate with, and those
which differ between two classes which it tries to discriminate, such as running
and walking, and later uses these values to decipher which activity is performed.
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This method is the only classifier used in literature for online animal activity
recognition, as discussed in Section 2.1.
LDA also has no parameters which can be altered, so the performance of the
algorithm was evaluated with each feature set without the necessity of tuning
the parameters.
A summary of the classifier’s performance in terms of accuracy, recall, and precision for each feature set can be seen in Table 5.6, along with CPU execution
time, and memory used for both training and inference phases.
CPU Time (s)

Memory (GB)

Train

Test

Train

Test

85.51

6.96

3.06

0.152

0.81

66.97

73.58

0.094

0.172

0.076

0.158

92.98

56.29

62.21

0.047

0.109

0.048

0.108

Genetic

89.62

53.97

64.71

0.187

0.172

0.05

0.094

Forward

93.88

65.43

75.07

0.15

0.203

0.044

0.094

Feature Set

Accuracy

Recall

Precision

PCA >0.99

97.19

78.61

PCA 10

93.61

Relief

Table 5.6: The accuracies, recalls, precisions, CPU times, and memory usage
of LDA for each feature set

Table 5.6 shows that the training and testing phases are reasonably time and
memory efficient, however an increase in features significantly increases these
measures. The accuracy, precision, and recall values are low in comparison with
other algorithms reviewed in this thesis, and their computational and memory
expenses are not competitive with algorithms such as decision tree and naive
Bayes.

5.3

Classification with Five Feature Sets

In the previous section, the data set was tuned with six machine learning algorithms, using five different subsets of inputs to the algorithm. The learning
algorithms as well as the feature sets can now be compared with one another.
Firstly, the desired criteria for both the learning algorithms as well as the feature
sets are briefly recapitulated. The feature sets are evaluated according to:
• effectiveness in supplying inputs from which correct classification can be
performed
• robustness to heterogeneity in animal activity
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• robustness to sensor orientation
• efficiency of computation
It has already been seen that the forward selection feature set has a clear advantage in terms of efficiency of computation, as well as robustness to sensor
orientation; the feature set takes much less time to calculate, as seen in Table 4.6, and the sole use of vectors means that the features are not sensitive to
sensor orientation. The PCA methods require the calculation of the full feature
set, as well as pre-processing with the eigen vectors to transform the feature
set into principal components. However, in the following section, it can be seen
how the different feature sets positively or negatively affect the performance and
resource usage of the classifiers.
The learning algorithms are evaluated according to:
• performance in terms of accuracy, precision, and recall
• resource usage in terms of CPU execution time and memory consumption
for both training and inference
• bias and robustness with different feature sets
• comprehensibility
• potential for extension towards incremental learning
• ease of fine-tuning

5.3.1

Performance

A summary of each algorithm’s accuracy in which the parameters have been
optimised for each feature set is presented in Figure 5.15. It can be seen that
the multilayer perceptron scores the highest accuracy rating across all feature
sets, proving it to be a robust and reliable classifier. k-NN also performs very
well, however there is more variance between accuracy in different feature sets.
Naive Bayes and LDA can be seen to perform the worst, and LDA performs very
poorly with the weight by relief feature set. Decision tree performs reasonably
well throughout all feature sets, especially with the forward selection feature
set, in which the decision tree’s performance matches that of the multilayer
percepton.
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100

PCA with Variance > 0.99
PCA 10 Components
Genetic Algorithm
Weight by Relief
Forward Selection

99
98

Accuracy (%)

97
96
95
94
93
92
91
90
89

DT

SVM

k-NN

LDA

NB

MLP

Algorithm

Figure 5.15: Accuracy of all optimised algorithms for each feature set

With regards to the feature sets, it is clear from Figure 5.15 that the PCA with
a variance threshold of 0.99 proves to be the optimal input to all algorithms
in terms of computational expense. This shows that the PCA effectively encapsulates the most important information from the data set. PCA with 10
components also performs very well, outperforming the feature selection techniques throughout the graph. For the most part, the relief feature set performs
the poorest. The genetic algorithm feature set scores mainly highly apart from
with LDA, in which it scores extremely low in comparison to the rest of the
measures. Out of the three feature selection methods, it can be deduced that
the forward selection is the most effective in supplying all of the ML algorithms
with sufficient information for high accuracy classification. This is likely due to
the fact that each of the animals’ collars are worn in different positions around
their necks, with the sensors at different orientations. Since the forward selection feature set is the only feature set which does not make use of individual
axis’ features, the performance across all animals is higher. The relief feature set
is presumed to perform poorly due to the fact that its features are correlated,
which limits the expressiveness of the information fed to the classifier.
The metrics for precision and recall can be seen in Figures 5.16 and 5.17, which
underline the superiority of MLP and k-NN in terms of performance, as well as
reiterating that the relief feature set performs the most poorly.

60

Machine Learning for Activity Classification

100

PCA with Variance > 0.99
PCA 10 Components
Genetic Algorithm
Weight by Relief
Forward Selection

95
90

Precision (%)

85
80
75
70
65
60
55
50

DT

SVM

k-NN

LDA
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Algorithm
Figure 5.16: Precision

100
PCA with Variance > 0.99
PCA 10 Components
Genetic Algorithm
Weight by Relief
Forward Selection

95
90

Recall (%)

85
80
75
70
65
60
55
50

DT

SVM

k-NN

LDA

NB

MLP

Algorithm
Figure 5.17: Recall
Figure 5.18: Recall and precision of all optimised algorithms for each feature
set
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From these graphs, it is clear that the optimal feature set and ML algorithm combination in terms of performance would be the MLP with the PCA >0.99 feature
set. Of the three feature selection techniques, the forward selection feature set
provides the best overall performance with the algorithms.

5.3.2

Resource Usage

In online activity recognition, the more important metrics in terms of CPU usage
and memory consumption are for the inference of the algorithm rather than the
training of the model, which can be performed on a higher-capacity machine a
priori. However, the training costs are also important in order to indicate the
complexity of the algorithm and how easily it would be to implement incremental
learning.
Figure 5.19 shows the CPU execution time taken for the inference of each algorithm with each feature set. It can be seen that k-NN and SVM take exponentially higher than some of the others. Naive Bayes, decision tree, and multilayer
perceptron take very little time to classify a data point. It can also be seen that
inference with the PCA >0.99 takes much longer than all the other sets, which
supply a maximum of 10 inputs to the classifier. The feature set which enables
the algorithm to classify a data point is the forward selection feature set, due to
the fact that this contains only 7 features.
Figure 5.20 shows the memory needed by each algorithm with each feature set
in order to predict the class of incoming data. MLP, naive Bayes, and decision
tree are seen to take the consume amount of memory. Similarly to for the CPU
execution time results, k-NN and SVM consume a far larger amount of memory
in comparison with the other algorithms.
Finally, the CPU execution times and memory consumptions for the training of
the algorithms are presented in Figures 5.21 and 5.22. This shows that MLP
and SVM are both the most computationally expensive and memory-consuming
algorithms for training, whilst k-NN, naive Bayes, and decision tree require the
least resources during this phase.
From these analyses, it is clear that k-NN and SVM are the least appropriate
algorithms for online activity recognition, due to their heavy memory and time
usage. Time is critical in delivering an output state every second, and small
embedded devices do not have large memory pools. Whilst the multilayer perceptron is the highest performing with low inference time, it requires a lot of
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CPU Execution Time for Inference (s)

10 3
PCA with Variance >0.99
PCA 10 Components
Genetic Algorithm
Weight by Relief
Forward Selection

10 2

10 1
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0

10 -1

10 -2

DT

SVM

k-NN

LDA

NB

MLP

Algorithm
Figure 5.19: CPU execution time of inference of all optimised algorithms for
each feature set

Memory Consumed for Inference (GB)

1
PCA with Variance > 0.99
PCA 10 Components
Genetic Algorithm
Weight by Relief
Forward Selection

0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0

DT

SVM

K-NN

LDA

NB

MLP

Algorithm
Figure 5.20: Memory consumption of inference of all optimised algorithms
for each feature set
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CPU Execution Time for Training (s)
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Figure 5.21: CPU execution time of training phase of all optimised algorithms
for each feature set

Memory Consumed for Training (GB)
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Figure 5.22: Memory consumption of training phase of all optimised algorithms for each feature set
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resource usage in order to train, which hinders its potential to perform incremental learning on-board a small device. Decision tree is competitive with k-NN
and multilayer perceptron in terms of performance, and uses very little memory
and time for both inference and training.

5.3.3

Effects of Limited Features on Classifiers

Now that it has been seen how each of the full feature sets affect the performance
and resource usage of each algorithm, the effect of further reducing the feature
sets is explored.
In order to minimise costs of feature calculation, each feature set’s top-ranking
feature is used as the input to each ML algorithm, before features are incrementally added according to their rank. This allows for a visualisation of which
features are most useful, and how many features from each feature set can be
removed from the necessary calculation.
Figure 5.23 shows the accuracy of classification for each ML algorithm against
the incremental addition of features from each feature set in order of highest to
lowest rank. It can be seen that for all three feature sets, classification accuracy
is reasonable with as low as two features. In Figure 5.23(a) showing the relief
feature set, it can be seen that for all classifiers the accuracy rate begins to
flatten after the first six features. Figures 5.23(b) , four features can be used to
gain an accuracy close to that achieved with the full feature set, excluding LDA
which performs badly for this feature set.
In Figure 5.23(c), which shows the features of forward selection features against
accuracy, shows that classification accuracy is 95% using only vector mean and
vector standard deviation as input features. Furthermore, accuracy only increases
very little for all classifiers with the addition of vector skew and vector kurtosis.
Therefore, these features contribute very little and can be discluded from feature
calculations. Specifically, it can be seen that the decision tree classifier only
performs with an accuracy of 0.1% higher with the addition of skew and kurtosis,
and 1% with the addition of all features after vector mean and vector standard
deviation.

5.3.4

Summary of Classifiers

To summarise these findings, Table 5.7 illustrates the trade-off of criteria, giving
each algorithm a rating for both the metrics seen here, as well as potential for
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(a) Relief
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Figure 5.23: Accuracy vs Incremental addition of individual features
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Overall
Performance
Training
Speed
Inference
Memory Training
Usage
Inference
Robustness with
Feature Sets
Ease of Use
Comprehensibility
Incremental
Potential

DT

SVM

k-NN

LDA

NB

NN

****

****

*****

**

***

*****

****
****
****
****

**
*
*
*

*****
*
*****
*

****
***
***
***

*****
*****
*****
****

*
*****
**
*****

****

***

***

*

***

*****

***

**

****

*****

****

*

*****

***

*****

***

*****

*

*****

***

**

****

***

**

Table 5.7: Trade- off table for evaluation of each algorithm according to
performance, speed, memory consumption, robustness, ease of use, comprehensibility, and potential for extension to incremental learning.

incremental learning, ease of use in terms of parameter handling, robustness
across feature sets, and comprehensibility.
It can be seen from the trade-off table that the decision tree consistently performs
the well throughout all metrics, and its high-speed and low-memory inference
makes it a suitable algorithm for online systems. Although the ease of use,
which refers to the parameter amount of parameters to be adjusted, only gains
a score of 3 out of a possible 5, the parameter tuning and handling in training is
a small price to pay for the benefits in terms of performance and resource usage.
Decision tree provides good performance when used with the forward selection
feature set, which only uses time-domain features from the accelerometer magnitude vector. This combination of feature set and algorithm is very effective in
keeping computation costs low. Furthermore, it is seen in Figure 5.23 that the
feature set can be reduced to the top five features, removing skew and kurtosis, with negligable drop in accuracy. Therefore, moving forward, the first five
features of the forward selection feature set are used in conjunction with the decision tree classifier, using the parameters found in previous sections, which are;
information gain as branch splitting criterion, a tree depth of 10, and pruning
enabled with a confidence of 0.1.
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5.4

Optimisation for an Embedded Device

The effects of sampling rate and window size of data on classification accuracy
were evaluated. The following section explains these evaluations and the obtained
results.

5.4.1

Effect of window size on accuracy

The window size of the raw data was varied between {0.5, 1, 2, 3} seconds. The
sampling rate of the data was retained at 200 samples/sec for each of these
window sizes and activities were classified for each individual animal.
Figure 5.24 shows that, on average, the classification accuracy is highest at a
three-second window size.
100

Accuracy (%)

98

96

Sheep 1
Goat 1
Goat 2
Sheep 2
Goat 3
All Animals

94

92

90
0.5

1

2

3

Window Size (seconds)
Figure 5.24: Accuracy versus window size using individual data of goats and
sheep

The difference between one and two-second window sizes is 0.9%.It can be seeen
that a window size of 3 seconds performs slightly better on average than a window
size of 2 seconds. The trade-off here is between loss of data points and an overall
average gain in accuracy of 0.25%. The window size of 3 seconds was found to
be higher because of a loss of data points for class other, many of which were not
long enough to fill a 3 second window and were therefore discarded during the
window segmentation. Since this class is the most misclassified, the lack of these
data points contributes to a higher accuracy. Since a window size 3 contributes
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to the loss of data points available for training, and the accuracy increase is only
very slight, a window size of 2 seconds is chosen.

5.4.2

Effect of sampling rate on accuracy

The data was down-sampled to study the effects of a lower sampling frequency
and the minimum frequency usable while retaining a reasonable degree of accuracy. Different data sets with different sampling rates were calculated from the
raw data. Sampling rate was varied between {10, 20, 30, 50, · · · 170, 190} Hz for
each 2 second window. Activity recognition was performed for each individual
animal as well as the amalgamation of all animals and for each sampling rate.
The average accuracy of all animals is shown in Figure 5.25. It is clear that
between 30 and 190Hz, the average response is almost flat, but starts to drop
off below 30 Hz. Despite this rapid decrease, the accuracies are still well over
90% using a sampling frequency of only 10 Hz. However, since the retention of
as much accuracy as possible is desired, a rate of 30 Hz is superior. Sampling
rates above this value do not increase the performance for activity recognition
of goats and sheep. Thus, 30 Hz is chosen as the final sampling rate.
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Figure 5.25: Accuracy versus sampling rate for each individual animal, as
well as for the entire group.

Chapter 6

Results
6.1

Evaluation of Proposed Activity Recognition System

It was found in Section 5.3 that the decision tree classifier yielded the best
compromise between performance, resource usage, and other factors as seen in
Table 5.7. This classifier was trained using data from two sheep and three goats,
using a subset of seven time-domain features which are not sensitive to sensor
orientation. The performance of this algorithm when applied to the three goats
and two sheep with which it was trained can be seen in Figure 6.1.
98
97.5

Accuracy (%)

97
96.5
96
95.5
95
94.5
94

Sheep 1 Goat 1 Goat 2 Sheep 2 Goat 3

Animal
Figure 6.1: Accuracy for each animal using decision tree.
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These results display an accuracy rating of between 94.5% and 97.2% for each individual sheep or goat. As discussed in Section 5, one animal’s data was excluded
from the testing phase in order to evaluate the final recognition performance with
data that is previously unseen by the classifier. This gives an insight into how the
proposed classification system works when attached to any goat or sheep from
this family. This goat’s data can be used to evaluate how robust the trained
algorithm is against heterogeneity in the subfamily.
Applying the previously formulated model to the unseen data, an accuracy of
96.24% was achieved, with a overall precision and recall rates of 79.35% and
68.91%, respectively. The confusion matrix for the goat can be seen in Table 6.1,
which shows the data points of each class against the class to which they were
predicted as belonging.
True Positives

Predicted

True

Class

Walking

Trotting

Stationary

Grazing

Running

Other

Precision

Walking

1308

12

0

81

0

6

92.96%

Trotting

6

76

0

0

9

3

80.85%

Stationary

0

0

5371

538

0

4

90.83%

Grazing

180

1

205

2235

0

90

82.44%

Running

0

0

0

0

14

1

93.33%

Other

3

6

0

0

0

5

35.71%

87.37%

80.00%

93.32%

78.31%

60.87%

4.59%

88.72%

Class Recall

Table 6.1: Confusion Matrix for an unseen goat’s data using decision tree
trained with a group of 5 other animals.

It can be seen from Table 6.1 that most activities score highly in terms of both
precision and recall, meaning that true data points are often predicted correctly,
and that predicted data points are likely to be correct. However, the activity
other, which, as described in Chapter 3, contains data points for scratch-biting,
fighting, and shaking, is often misclassified as grazing. The other class is comprised of activities where the animal is standing up and making irregular movements without moving forward, which can explain why its data points are so
regularly misconstrued as grazing, where the animal is standing still but moving
its neck to reach the floor. The value in bottom right of the table shows the
percentage of true positive classifications as 88.94%.

6.2

Implementation on Sodaq

The decision tree classifier with parameters as specified in Section 5 was implemented using a Sodaq One development board [76]. This board is used owing
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to its suitability for low-power, non-intrusive and wireless communication capabilities; it contains a ATSAMD21G18, 32-Bit ARM Cortex M0+ processor with
a 48MHz clock speed, a solar charge controller, a long range radio module, and
a low power accelerometer. The board is 40x25mm, making it an ideal small,
light-weight and non-intrusive hardware for fixation upon a collar. The board is
Arduino-based, and therefore the implementation was written using the Arduino
language and API.

The implementation has six main tasks, namely; to sample the data from the
accelerometer at 30 Hz, to calculate the vector of the three axes for each sample, segment the data into windows of two seconds (or sixty samples) with an
overlap of 50% (or one second), to calculate seven time-domain features from
these windows, and to classify the set of features from each window as an activity. Due to the fact that the board is a single-thread operation, interrupt-based
sampling is applied, which interrupts the other processes in order to read from
the accelerometer every 33.3̇ milliseconds. Using a window size of two seconds
with a window overlap of one second means that the processor has a time frame
of one second in which to classify each feature vector. It was found that the
decision tree was not dependent on normalisation, achieving the same confusion
matrix with and without the normalisation. This is due to the fact that decision tree simply checks whether a value is above a certain threshold, rather than
evaluating relations between features. Therefore, the pre-processing phase of the
system can be exluded.
A flowchart of the software process can be seen in Figure 6.2.
Inside the function which calculates features, the sum of the 3D vector magnitudes is first calculated, so that it can be used as a variable without the necessity
for recalculation for average and standard deviation. A bubble sort is then performed, which orders the items in the array from lowest to highest, so that
the median, 75th , and 25th percentiles can easily be extracted by selecting the
appropriate indexes of the array.
The decision tree model was extracted from RapidMiner and implemented simply
by using nested conditional statements for decisions.
A byte array is appended with the encoded activity state at every output of the
decision, which is transmitted over the LoRa module on the Sodaq and flushed
once every 20 seconds. This provides a summary of each activity for the last
20 seconds to be received via long range RF (LoRa). This is implemented to
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Figure 6.2: A high-level view of the software implementation, for which the
interrupt is activated every 0.0334 seconds, and the loop is activated by the
counter every one second.

transmit the state once every 20 seconds instead of at every state classification
since it is power-draining to transmit via radio constantly.

6.2.1

Performance

The performance of the system was evaluated using activity data from the goat
which was excluded during the training and testing of algorithms.
The pre-sampled goat data was streamed to the system through the I2C bus in
order to simulate the live accelerometer data. As in the previous offline analysis
using RapidMiner, the data was sampled at 30 Hz and segmented into 2 second
windows with a 50% overlap. The Sodaq performed the feature calculation and
classification as depicted in Figure 6.2 from the streamed data as though it were
the input from the accelerometer axes. Each class of data was sent separately to
the Sodaq in order to enable the comparison between the output of the system
and the ground truth.
The outputs were recorded and compared with the ground truth in order to
identify the system accuracy. The classification performed on the raw data is
summarised by the confusion matrix depicted in Table 6.2.
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True Positives
Walking
Trotting
Stationary
Predicted
Grazing
Running
Other
Class Recall

Walking
1580
6
0
236
0
1
86.67%

Trotting
44
117
0
0
0
0
72.67%

True
Stationary Grazing
1
80
0
0
5414
512
272
2193
0
0
0
0
95.2%
78.74%

Running
1
8
0
3
33
3
73.33%

Other
7
2
6
138
21
15
7.937%

Class
Precision
92.24%
87.97%
91.27%
77.25%
61.11%
78.95%
87.46%

Table 6.2: Confusion Matrix for an unseen goat’s data using classification
system implemented using Sodaq.

The system classified the raw data with an overall accuracy of 95.82%, and
precision and recall rates of and 73.36% and 65.78% respectively, and a true
positive rate of 87.50%. This result and confusion matrix are very similar to
that in Table 6.1. The discrepancies arise from the fact that for the results in
the Table 6.1, segments were pre-calculated using Matlab, and any segments
which were too short to fit into a window size were discarded. Many of the
short segments were of class other, which is the worst performing class. Since
the system on-board the Sodaq segments data on-the-fly, these points were not
discarded and thus there is a greater proportion of misclassified data for the
other class.

6.2.2

Resource Usage

The device was probed in order to determine its power usage. Running from
a 3.3V power supply, the average current draw varied between 19 and 19.5mA.
Every 20 seconds, when the RF module transmits a string of states, a spike of
35mA was recorded, lasting for between 0 and 0.5 seconds. In the worst case
scenario, where the spike of 35mA lasts for one second of the 20 second period
and the current for the rest of the period is taken to be 20mA, the average
across the whole period can be rounded up to 21mA. Running the Sodaq off of a
Lithium Polymer battery of 8000mAh would allow this system to run constantly
for 15.9 days with the currently implemented software.
This is not ideal, however this implementation did not make use of power saving
techniques. Battery life could be vastly further reduced in several ways. Firstly,
by way of interrupts, so that sensors are only sampled when a threshold reading
is reached. Secondly, in a similar vein, adaptive sampling: if an animal is moving
slowly or not very often, the sampling rate can be reduced. Thirdly, by harvesting
energy; since the animal will be outdoors, there is opportunity to harvest solar
or wind energy on collars with bearing solar cells [77].
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Overall, this is a good result and with the use of power saving techniques as well
as resourceful energy harvesting, the system could potentially run for long periods
of time uninterrupted. A good degree of performance has been achieved using
a very simple decision tree, implemented with simple conditional statements.
Furthermore, only five simple time-domain features can be used to adequately
classify an animal’s activity using a single generic model designed in a ’one-fitsall’ manner. This shows, fundamentally, that this very simple technique can
compete with complex ML algorithms such as neural networks in classification
performance, and exceeds efficiency in resource usage when compared with other
algorithms.

Chapter 7

Conclusions and Future Work
7.1

Conclusions

This thesis details the design of an online activity recognition system for the subfamily of Caprinae, which contains goats and sheep. The main body of the work
focussed on the three main processes involved in an animal activity recognition
system; data collection, feature extraction, and classification. Specifically, how to
optimise these processes for an online system which can be trained with a group
of different animals from the same subfamily in order to encourage robustness
against heterogeneity in movement among the subfamily of animals.
Firstly, the dimensionality of the data set was reduced in order to minimise computational expense of feature extraction. A comparison between five different
methods of data set reduction was conducted, including PCA, and three feature selection techniques; genetic algorithm, forward selection, and relief. The
approach towards these feature selection techniques explored the selection of
feature sets which yielded a high accuracy when used in conjunction with ML
classifiers, were independent of sensor orientation, were non user-specific, and
which kept feature calculation costs to a minimum. Three different feature sets
were attained and supplied as inputs to six different machine learning algorithms;
SVM, naive Bayes, decision tree, multilayer perceptron, LDA, and k-NN. The
feature set selected was the forward selection feature set, which contained only
time-domain features from the 3D vector magnitude of the accelerometer. Although this feature set did not offer the highest performance, its performance
was still good, robust across all algorithms, sensor-orientation independent due
to containing only 3D vector magnitude features, required only one sensor to be
sampled, and required the least computation for feature calculation. It was then
75
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found that this feature set could be further reduced to five features with only a
slight degradation in performance; mean, standard deviation, median, 75th percentile, and 25th percentile. Furthermore, it was found that for all classifiers,
features vector mean and vector standard deviation could classify activities with
a reasonable performance.
Machine learning algorithms were evaluated in terms of performance and computational expense, primarily with regards to execution time and memory consumption. Neural network was found to gain the highest performance with all
data sets. However, the computation necessary in training and tuning a neural
network was considered to be inferior to the decision tree, which scored lower
in terms of performance yet demanded very little time and memory for both
training and inference. This algorithm worked well with all feature sets, can be
extended towards incremental learning, and was deemed to be the most suitable
choice for online application. Decision tree was found to yield the highest performance when the node splitting criteria was set as information gain, the depth
as 10, and with pruning enabled with a confidence value of 0.1.
The sensor data was then down-sampled to 30 Hz with little effect on the performance, and a 2 second window size was used due to its compromise between
retention of data points and accuracy.
The decision tree was trained using five of the six animals from which data
were originally collected. Testing this generic algorithm on these animals on
an individual basis yielded accuracy results varying between 94 and 97%. The
rationale of training the algorithm using an amalgamation of different animal and
species’ data was to create a generic algorithm which could accurately classify
an unseen animal of the same subfamily. This theory was tested when the sixth
animal’s previously unseen data was classified using the decision tree trained on
the other five animals. This resulted in an overall accuracy of 96.31%, showing
that the algorithm was robust against individual traits of the training animals.
Finally, the recognition system including data sampling, feature extraction and
classification using the previously trained model was implemented on a small
embedded device. This device was able to classify the unseen goat’s data with
an accuracy of 95.82%, and without any power saving techniques implemented
could remain online for over two weeks.
It has been shown that using very simple statistical time-domain features such as
mean and standard deviation, a simple decision tree classifier can compete with
complex algorithms such as neural networks and SVMs in terms of performance,
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and vastly outperforms other algorithms in terms of speed and memory consumption. Furthermore, it has been seen that frequency-domain features, chosen by
both genetic and relief feature selection algorithms, perform worse than the basic statistical time-domain features in five of the six machine learning algorithms
evaluated in this work.
We have seen that training each model with a combination of all animals’ data
instead of training for each individual animal, a successful generic classifier has
been built, which is able to classify unseen goat data with the same ability as
data from an animal with which it was trained. This classifier has performed well
over both sheep and goats, providing promise for future works in a ’one-fits-all’
classifier for similar subfamilies of animals.

7.2

Future Work

Though the the proposed animal activity recognition system keeps costs low,
there are several ways in which the system can be further improved. The first is
with regards to window size. For the data set used in this experiment, a larger
window size was undesirable due to the necessary retention of data points for
training the algorithm. However, with a larger data set, the increase in window
size should be explored more extensively. It has been indicated in Section 5.4
that increasing the window size could improve the performance. Furthermore,
this would allow for classification to be performed less often, as a function of the
size of the window and the window overlap. Using a higher window size of could
allow a sufficient performance that sampling rate could be reduced to 10 Hz or
less. It was seen in the literature that some activity recognition systems are able
to accurately classify activity with very low sampling frequencies, however this
work saw a large drop in performance below 30 Hz in some animals.
With a larger amount of training data and a more suitable aggregation of classes
which groups similar activities, instead of amalgamating classes with few data
points, as was performed with the other class in this work, the performance could
also be greatly increased.
Incremental learning has proven to be very valuable in the past, and the system
proposed herein would benefit greatly from of extending this generic classifier to
adapt to an animal from the subfamily, and improve its performance over time.
Decision tree has been implemented widely with incremental learning, therefore
this should be considered in future development.
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With regards to implementation of a system, power saving techniques can be
implemented to reduce extend the battery life of the system. There is no need to
sample data from an animal at 30 Hz if it is sleeping for several hours. Techniques
such as adaptive sampling can be used, which allow the sensors to sample less frequently when the accelerometer output is below a certain threshold. This could
would allow the microcontroller to go to sleep until an interrupt was triggered
by the accelerometer. Energy harvesting techniques should also be analysed in
order to effectively harness solar and wind power. Since these animals typically
stay outside, this technique could be used to perpetually supply a low-power
microcontroller with enough energy.
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